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This White Paper presents Shardix, its business, model and technology. It also
presents ShardCoin (SDX) token to perspective buyers under the ICO. Information
contained herein may not be complete or exhaustive. No implication of a contractual
relationship is implied. The sole purpose is to present reasonable and relevant
information to prospective ShardCoin purchasers so that they may determine whether
they wish to undertake formal due diligence prior to the acquisition of ShardCoin. In
any jurisdiction where it is unlawful to make a solicitation, this White Paper does not
constitute an offer to buy or sell a security. The United States SEC, Swiss FINMA, nor
any other has reviewed or approved an investment in our tokens. While law is
evolving, we view the ShardCoin (SDX) tokens as utility tokes which enable the
buyers to purchase future Shardix Data Platform services, some governments may
categorize them as securities, subjecting them to certain laws and regulations. The
ICO and token are compliant with the laws and restricts US citizens, residents, and
green card holders to accredited investors as outlined in the SEC Reg D Rule 5066
(4).
All relevant legal information can be found in our Token Purchase Terms and Token
Purchase Agreement.
Certain statements, estimates and financial information contained herein constitute
forward-looking statements or information. Such forward-looking statements or
information concern known and unknown risks and uncertainties, which may cause
actual events or results to differ materially from the estimates or the results implied or
expressed in such forward-looking statements.
This English-language White Paper (EngWP) is the primary and official source of
information about the Shardix ICO and token. The information contained herein may
be translated into other languages from time to time or may be used during written or
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verbal communications with existing and prospective community members, partners,
etc. During a translation or communication like this, some of the information contained
in this paper may be lost, corrupted or misrepresented. The accuracy of such
alternative communications cannot be guaranteed. In the event of any conflicts or
inconsistencies between such translations and communications and this official
EngWP, the provisions of the original EngWP shall prevail.

Abstract
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Shardix is creating a Data Platform, a decentralized, on-demand, scalable database
service. It will store both structured and unstructured data geographically dispersed
and replicated for speed and security. Shardix is complementary to the other
components to make the decentralized Internet complete. Like Bitcoin, data is stored
and secured on various hardware around the world. However, unlike Bitcoin, the bulk
of the databases will be stored locally on various nodes called "miners". Shardix uses
blockchain to pay miners to host secure data.

“Sharding enables you to horizontally scale databases by separating
the database into smaller parts.”
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We have created ShardCoin (SDX), the Shardix token. SDX is an ERC-20 standardbased Ethereum token. SDX tokens grant their holders the right to purchase future
Data Platform services on the Shardix Network. Tokens will be offered for 30 days,
starting on May 15th, 2018, 12 PM GMT and ending on June 15th, 2018, 11:59 PM
GMT. The Shardix ICO is conducted by Shardix, LLC - the first horizontally scalable
ACID compliant database to run on a trustless network. The offering will be open to
the global public. Restrictions apply for US-based buyers.
The allocation is set up as follows:
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Ownership grants buyers the right to purchase future Data Platform services if and
when such a platform is implemented. In addition, “database miners”, which facilitate
our platform and public accounting, as in all blockchain currencies, receive tokens as
incentive to perform their work. The token is not a security and does not grant
ownership in the company. SDX is a utility token to be used in our community for
Data Platform services.
While Shardix deems our token to not be a security, we none-the less must take care
in certain jurisdictions based on their interpretation of regulatory framework.
United States – While buyers are not investors in Shardix, US law may deem them
so. As such, please consider that we are talking about buyers when the following
speaks of investors. In compliance US security laws, holding a token is strictly limited
to the following entities:
•

Buyers who do not hold a US passport, do not have a US Green Card, and
have no residence in the United States.

•

Accredited investors under the US Securities Act, Regulation D, Rule 506, i.e.
investors with a net worth of more than $1m, excluding their primary residence,
or with a net income of more than $200.000 (if married a combined income of
$300.000)

SEC guidelines concerning Regulation D, Rule 506(c) demand that the issuer
undertakes “reasonable steps” to ensure that buyers meet the above-mentioned
criteria. In the Shardix ICO we are using KYC screening designed to meet the SEC
safe harbor verification guidelines: buyers must submit a scanned confirmation by a
securities attorney or certified public accountant that the buyer is indeed verified as
accredited. If such confirmation is not submitted the buyer may not participate.
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While we wish that government regulation was lessened, and everyone could have the
opportunity to participate in the Shardix ICO, we must comply with the current
interpretation of laws and regulations

Our team has been involved with and studied many successful businesses and after
careful planning determine the following use of funds:

The Database Industry

Pg. 12

Since the beginning of computing, the world’s collection of data has been
exponentially growing. The demand for constant increase in processing power,
storage, and bandwidth has been insatiable.
To store all the data, databases were born in the 1960’s, these included CODASYS
and systems like SABRE which IBM used to help American Airlines manage
reservations. As the need for databases increased and computers began to be used
in non-research oriented institutions, the need for easier to use databases developed.
In the 1970’s, relational databases were born. Prior to the relational database model,
querying databases relied on complex mathematical notation. Donald Chamberlin and
Raymond Boyce, two young PhD’s at IBM Research recognized the problem and set
out to create a new language that would be “more accessible to users without formal
training in mathematics or computer programming.”

Pg. 13

The Database Industry

Figure 1 - Queries prior to SQL (a and b) vs SQL (c) (Chamberlin)

Chamberlin and Boyce wanted to create a way to retrieve data from databases that
was easy to read as English and yet perform the database administration and use that
previously required complex logic and mathematical notation. (See Figure 1 for an
example of a query using their language compared to the prior art).
The result was “SEQUEL: A Structured English Query Language” in 1974. SQL would
become very popular and companies introduced many variations and databases
based on it, such as Oracle, SQL Server, Ingres, DB2, Postgres, MySQL and many
others. SQL became the de facto standard for interacting with databases.
For nearly thirty years, SQL obviated the need for anything else.
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At the same time Chamberlin and Boyce were hard at work at IBM on their new SQL
system, a team of engineers in California were working on a project that would grow
even faster and larger, ARPANET.
It wasn’t until another engineer developed the World Wide Web in 1989 that SQL’s
dominance was threatened. The internet had, and continues to have a meteoric rise.
It’s disrupted the world in unending ways including the database market. The Web
created countless new data sources that generated new data at rates no one could
have ever imaged.
As the Web grew, the relational SQL-based databases couldn’t handle the load.
Single Companies such as MySpace, Facebook, Ebay, and Google, created a need
for such huge databases that the traditional database models failed. Conventional
SQL databases scaled well vertically, on a single server, but as data load increased,
they became increasingly less efficient at accessing this huge volume of data.
Furthermore, much of the newly generated sparse or dynamic data failed to conform
to the structured nature of relational SQL databases.
To solve this problem, the Internet-based companies had to create their own solution.
Several of these projects included: MapReduce (published 2004) and Bigtable
(published 2006) by Google, and Dynamo (published 2007) by Amazon. These
projects, coupled with the open source movement, created even more non-relational
databases such as Hadoop (based on the MapReduce), Cassandra (based on
Bigtable and Dynamo) and MongoDB (2009). To facilitate the enormous data loads,
they had to abandon the rigid, structured, relational model and hence the SQL model
to store their data. These systems, apropos, became known as NoSQL.
NoSQL was rapidly adopted, both because of the lack of any other way to store such
large scale datastores, as well as the promise of quick success in the exploding Web-
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based companies. These new databases scaled horizontally, across many servers,
allowing more efficient querying of large datasets and placement of sparse data. Still,
NoSQL was far from ideal.
While typically more robust than single server relational databases, NoSQL providers
generally lacked a high degree of fault tolerance. Even if the data was spread across
multiple servers, often these servers were not geographically dispersed; leading to a
single location of failure for the system should a localized disaster occur. In addition,
this prevented them from fully utilizing geographically optimized serving; wherein data
is replicated on various servers and users' queries are routed to the nearest server.
Furthermore, Every NoSQL database had its own query language, which caused a
fragmented workforce with expertise in different languages and complexity in
connecting many different databases to applications. Without being able to rely on
SQL, data visualization and analysis tools had to be redeveloped for each database.
Likewise, NoSQL languages, were new and not fully developed. SQL had a thirty-year
head start and many of these problems had already been solved. SQL’s relational
structure had developed along with JOIN statements allowing different data containers
(tables) to be linked together. NoSQL languages' lack of structure and relations
meant more complexity was needed at the application level. Without JOIN statements,
NoSQL databases were not normalized causing data bloat and rigidity.
Over time, databases like Cassandra tried to add in SQL like query languages. The
problem with being similar to SQL is that it made it difficult for software engineers to
know what aspects of SQL were supported and which were not. While NoSQL looked
to be on a trajectory to overtake SQL, some saw them as a step backward. Eventually
more engineers started looking back at the good old SQL days.
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“With small databases, it’s easy to throw more money and
hardware to scale them vertically. When the tables grow
larger you need to come up with other ways to scale.”

Slowly the software community began to come back to SQL. SQL interfaces were
created to ride on top of Hadoop and Spark. However, this didn’t really solve the
consistency problem.
In 2008 MIT and Brown researchers created H-Store. H-Store was one of the first
databases that attempted to solve the horizontal scaling problem (which caused the
move away from SQL in the first place) wtih OLTP (online transaction processing).
After having created its own solutions, MapReduce and BigTable, Google, recognizing
the need to have consistent OLTP databases, published a paper outlining a georeplicated SQL database named Spanner in 2012 by the same authors that created
MapReduce.
PostgresSQL, which had been less active as the new NoSQL movement built, started
to revive. Critical improvements were added such as JSON in 2012. In 2016
PostGresSQL10 added many features such as native support for partitioning and
replication, and full text search support for JSON.

Today, the database industry is valued at over $50 billion dollars. Figure 2 shows the
growth in this market over the past 6 years and provides useful information. Note that
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revenue from NoSQL grew by nearly 400% over this time. This is consistent with a
growing need in the market for horizontal scalability. But relational SQL databases
still make up the vast majority of market revenue, with NoSQL adoption at less than
4%. This speaks to the ongoing need for the SQL cross compatibility. These two
points, growing demand for horizontal scalability and continued need for SQL
compatibility, suggest the market is ripe for a solution that offers both.

Figure 2 - Global Database Market

While in house databases are common, cloud databases represent a significantly
growing market. Like many others, this industry has shifted to the burgeoning “as a
service” model. By 2019 the Cloud Database and Database-as-a-Service (DBaaS)
market is expected to grow at a CAGR of over 67% to $14 billion according to Markets
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and Markets. This industry has traditionally been dominated by the largest providers
including Microsoft Azure, Amazon Web Services, among others.
Among the providers today, these cloud servers fall into a few categories. Some stick
to the tried and true method of SQL and rigid relational databases. They provide a
consistent user interface, scale vertically, but run into the problems with their rigid SQL
design. They struggle to handle sparse data, fail to scale horizontally, and typically
don’t even attempt to address geographic dispersion.
Some use NoSQL but once again are hampered by the limitations of this system.
They are inconsistent in their implementations, cross provider development is
cumbersome and they fail to provide many of the benefits a clean development
language.
Some attempt to combine the structure of SQL with the scalability of NoSQL but with a
conventional multi-server aproach. Unfortunately they often simply combine the
problems of each. They are not truly scalable while failing to fully embrace the cross
compatibility of SQL. Furthermore, few of these solutions began to truly work towards
fault tolerance and geographically optimized serving.

The Database Industry
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Figure 3 - Data Explosion

Many providers spend vast capital resources on state of the art data center and fiber
networks to increase robustness and uptime; however, it doesn’t obviate one likely
culprit of faults, namely, natural disasters. The Tsunami causing the Fukashima
disaster left many data centers and their clients crippled. Hurricane Sandy took down
numerous datacenter in New York, and websites like The Huffington Post and
Buzzfeed along with them. In Dublin, lighting strikes took out both Amazon and
Microsoft datacenters.
And there are more unpredictable sources of datacenter failures. Yahoo claims
squirrels took down one of their datacenters. Google had problems with sharks. The
stories of datacenter failures go on and on. The moral of the story? Distribute your
data far and wide.
As a result, we have seen a new concept emerge for databases, a geographically
replicated database. A well known example is Google’s Spanner. Most of these
databases utilize a new design called newSQL which combines the ACID compliance
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of SQL with the scalability of noSQL. They scale easily because they rely upon the
flexibility of underlying newSQl architecture. Servers, along with the data stored on
each, are replicated across the globe. Consequently, this allows for significantly
greater fault tolerance. Even if one server or even a server farm were to suffer a
catastrophic failure, the other backups in geographically disparate locations would
take over without a break in continuity of service.
This model lowers query time by geographically optimizing server choice. Because
there are many different servers around the world all with access to a given databse,
queries can be automatically routed to the server with the lowest lag time which often
means the closest server. This allows for faster response time. However, while these
geographically replicated databases improve on many aspects of typical database
design, they run into problems of their own.

Figure 4 - Big Data Statistics
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Optimizing geographically distributed databases is a difficult design and administrative
process. There are some existing solutions, yet none ideal. Managing state across
nodes in a cluster is a hard problem, therefore tradeoffs and compromises are made.
Most companies and database users are unwilling to make these compromises which
makes them less likely to use multi-region deployments and has hampered the
adoption of distributed databases. These problems include:

Latency
If data is far from users it takes longer to send and receive it. Having a database
that’s three thousand miles away adds latency, and latency carries a cost. Amazon
estimates that every 100ms of latency costs them 1% in sales. [1] Google published
research showing that a 400ms delay leads to .44 % drop in searches. [2] At the
scale of Amazon and Google, that translates to a lot of revenue. Even at a latency of
250ms (1/4 second), ten requests, if not run in parallel, could translate to 2-½
seconds.
The best way to minimize latency is to reduce the distance between client and server.
But this is not a simple matter with a Cloud Database where clients are scattered
around the Internet. And reducing the client-server distance by itself does nothing for
geographic replication. However, dramatically increasing the number of
geographically displaced servers available in the ecosystem does lower the latency
experienced by the typical client. More servers means a statistically greater chance
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that a server will be nearer to the end user. Compared with just a few servers, a
geographically distributed database made up of hundreds (or thousands) of servers
will likely lead to a more locally placed query service. This is one of the greatest
benefits of such a design.
However, if the databases are replicated, as is necessary for redundancy, achieving
consensus between all these nodes is difficult and resource intensive. Furthermore,
this consensus can take time to achieve, especially if many servers do not have
access to true time (consistent times set forth by atomic clocks). This further increases
latency.

Availability
We don’t measure a database on latency alone, uptime is arguably more important. If
your database is inaccessible, it doesn’t matter how fast it is. This is why so much
time, energy, and money is spent on Service Level Agreements (SLA’s) to try and
increase “nines”. CTO’s often try to achieve “five nines” which means 99.999%
uptime.
One way to achieve this is to replicate the same data across various geographically
distinct nodes. Indeed, this is driving the trend for geographically replicated databases
described above. However, this has the potential to increase latency, inefficiency and
cost, especially when using traditional databases implemented on conventional
servers.
Cost
Perhaps most importantly, conventional geographically distributed databases are often
prohibitively expensive. The nature of having many servers around the world means
huge overhead and ongoing upkeep. A single farm can rely upon a single staff, while
Google’s Spanner must maintain hundreds of different datacenters around the world.
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This means physical costs like distribution along with difficulty of maintaining
operations in numerous jurisdictions. One of the most prominent distributed cloud
storage providers, Amazon Oracle SSD, charges $.20 per gigabyte per month for SSD
storage. Likewise, Microsoft Cosmos charges $.28 per gigabyte per month. This
translates to over $200 dollars per month or $2,400 per year for a terabyte of storage.
Considering that a terabyte SSD can be purchased outright for under $500, this
shows the huge operational overhead built into these prices.

After about a decade of effort with NoSQL, the developer community has tried and
failed to handle schemas and transactions on the client. They now acknowledge that
allowing a database engine to handle this responsibility has serious benefits regarding
developer productivity, reliability, and simplicity. In addition, an ideal database would
provide geographical dispersion to allow for fault tolerance and query service
optimization. As a result, there is an opening for a new kind of database. A
geographically distributed, replicated database which combines the flexibility of
newSQL with the fault tolerance and efficiency of a geographically replicated database
while obviating high overhead.
This database would have the following attributes:
•

Is horizontally scalable

•

Is SQL compliant

•

Reduces latency by keeping shards of data close to end-users

•

Deploys across geographic and business boundaries (not vendor locked)

•

Fault tolerant with adjustable SLA guarantees (99.99%, 99.999%, etc.)

•

Lowers cost vs traditional data center hosted models

Pg. 24

The Database Industry
For years, the technology to implement this has been lacking. Now, a new
architecture has arrived that changes this – blockchain. Enter Shardix.

The Shardix Approach
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Figure 5 - Direction of the Economy
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Shardix is creating a Data Platform, a decentralized, on-demand, scalable database
service. It will store both structured and unstructured data geographically dispersed
and replicated for speed and security. Shardix is complementary to the other
components to make the decentralized Internet complete.
Like Bitcoin, data is stored and secured on numerous hardware around the world.
Databases are divided into shards and Shardix uses blockchain to pay “database
miners” to host these encrypted database shards; these will constitute the nodes in
the network. Each shard is further replicated amongst these nodes to achieve fault
tolerance and high uptimes. These miners will inherently have a lower cost because
they will obviate the high overhead associated with traditional datacenters.
While Blockchain is critical for the implementation of the network, it will not host the
shards themselves. Replicating any data, let alone entire databases, across every
node hosting a blockchain would be incredibly inefficient. Rather, blockchain will
contain market making mechanism through which contracts for resources are
completed and will store the hashed locations of the nodes which locally store any
given shard.
This data platform will also include ancillary features to encourage adoption of the
network by a larger audience. This includes a trusted hosted network, intermediaries,
and payment systems.
Shardix is designing its Data Platform with the following goals:
•

Allow databases to scale globally and still provide consistency.

•

Develop always-on databases that read and write across all nodes without
conflicts.

•

Make data administration easier. From the day-to-day activities of a database
administrator to the querying of data by a user or developer, Shardix thinks that
deploying and accessing data should be fluid.

The Shardix Approach
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•

Deployment of the Shardix Data Platform on any type of customer hardware,
hosted cloud, and most importantly the Shardix Network.

•

Use industry standard tools for relational and unstructured data (i.e., SQL, and
NOSQL/KV).

With the confluence of these features, Shardix will allow developers and data users
build global, scalable, resilient cloud services at a fraction of the cost of current cloud
solutions.

“After just a few years of investment, at any moment
$100 billion of hardware is hosting blockchain
around the world.”
The Shardix Mining Network

Figure 6 - Centralized vs Decentralized Networks

The key component behind our Data Platform is our Shardix Mining Network (SMN).
The SMN will create databases from storage and bandwidth offered by many
independent storage providers, we term Database Miners (DM). DMs are incentivized
to provide storage and retrieval of shards of the databases. DMs constantly verify
each other’s work though consensus algorithms and verifiable blockchain technology.
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The SMN is the primary entity through which clients, termed “database consumers”,
populate, save, and query databases.
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Figure 7 - Shardix Versus the Competition

Unique in its field, Shardix meets all the requirements for a horizontally scalable
database that is ACID compliant at a fraction of the cost.
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•

Deploy to more regions

•

Keep data close to users

•

Resilient to geographic partitioning

•

Not locked into a vendor

•

Shardix will be developed to allow third party visualization tools

•

Consistency – won’t lose data

•

Easier to deploy

•

Easier to administer

•

Allows deployment around the world

•

Better fault tolerance

•

Control regions where your data is stored

•

Fraction of the cost of other offerings like Spanner or Cosmos

•

Not locked into specific vendor

“Spanner only works in Google cloud’s black box managed service,
Shardix works on a distributed worldwide network, either through
Shardix blockchain, Shardix internal Data Platform, or your own data
centers.”
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Figure 8 - Direction of the Internet
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Shardix is assembling a world class team of technology and marketing experts. We
are building on a hybrid of open source and proprietary software, taking the best of
both worlds to realize our vision.
We believe Shardix represents a disruption to the old paradigm of premise based and
cloud hosted databases. In the same way AirBnB disrupted the lodging industry and
Uber disrupted the taxi industry, we endeavor to make Shardix disrupt the
decentralized database industry.

The Shardix Data Platform
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Our main goal at Shardix is to create a disruptive Data Platform that provides users
with more reliable, faster, cost effective solution to their database and data access
needs.
To foster this goal, we are creating the Shardix Data Platform. The Data Platform
consists of five components:
•

Shardix Datastore Software Stack

•

Shardix Payment System

•

Shardix Mining Network

•

Shardix Payment Intermediaries

•

Shardix Hosted Network

Together these make up the Shardix ecosystem shown schematically in the figure
below. Each component is described in more detail in the following sections.
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The Shardix Data Platform

Figure 9 - The Shardix Ecosystem

Each “Database Miner” in the Shardix Mining Community runs the Shardix Datastore
Software Stack (SDSS). The SDSS is a single executable that will be developed for
Linux and Windows. The SDSS is responsible for the storage, replication, distribution,
and transactions of our Data Platform. In addition, SDSS contains our proof of
bandwidth and storage algorithms. Each miner is continually challenged thereby
proving their fulfillment to store and serve shards of the databases on the network.

The Shardix Data Platform
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Figure 10 - The Shardix Technology Stack

Summary
The SQL Layer allows database users to connect to an instance of a Shardix
database. Users specify a connection string, unique to their database and user, which
may be made to any node on the Shardix Network.

The Shardix Data Platform

Pg. 36

How it’s Designed
Shardix is designed with a subset of ANSI SQL and uses traditional SQL transaction
logic to ensure ACID compliant reads and writes. To make it easy to connect to the
database Shardix uses PostgreSQL wire protocol. This allows PostgreSQL ORMs
and compatible drivers to be used.
The SQL Layer contains a parser which converts the incoming query string in order
that it may be translated to Key Value operations to be passed to the Transaction
Layer.
Communication with Other Layers
The SQL layer sends key value operations to and from the Transaction layer.

Summary
The Transaction Layer ensures the ACID compliance of Shardix, through the
coordination of concurrent operations.
How it’s Designed
Serializable isolation – In Shardix, transactions are serialized for isolation, ensuring
consistency, transactions are queued, and transactions are blocked by other
transactions pending until aborted or committed. As outlined in the Replication Layer
below, it’s inefficient to rely on our RAFT/Tangaroa algorithm for reads. To increase
performance, Shardix uses a combination of a Logical Clock [4] and physical time.
The node serving the transaction chooses a timestamp for the transaction. This
timestamp and corresponding transaction are passed to the distribution Layer and
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sent to other nodes. The other nodes compare this timestamp to their own, allowing
for data to be read or written at timestamp that is less than their timestamp
Transaction conflicts – If a transaction, as it’s being processed, encounters a conflict,
i.e. another transaction is in the process of altering the same data in the same range,
a transaction conflict is created. Transaction priority, which is a user assignable range
of 21 levels from -10 to 10, as used in Microsoft SQL Server, is examined and the
lower priority transaction is aborted. Should priorities not be explicitly set or are of the
same level, the later transaction enters the transaction queue and waits for the first
transaction to complete.
Communication with Other Layers
The Transaction Layer receives key value operations from the SQL layer, handles the
ACID coordination for concurrency and passes them to the Distribution Layer.

Figure 11 - Sharding

The Shardix Data Platform
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Summary
The Distribution Layer interreacts with the Transaction layer and routes theses
requests to the appropriate node’s Transaction Layer.
How it’s Designed
Shardix allows users to query any node and have access to all data in the database.
To facilitate this, the Distribution layer contains a multilevel index that functions as a
reference to the location of all data in the cluster and its region. Regions are groups of
KV pairs that are ordered and kept within a default size. By limiting size, these
regions are easily replicated between nodes, split as necessary, and merged if size is
too small. Rather than use a hashing function to distribute data into regions, the
SDSS keeps a sorted master multilevel index of all data. This allows for much more
efficient querying, as the location, ie node, of the region is tracked and requests don’t
need to be routed to all nodes. While this allows better performance in some
circumstance, it creates the burden of maintaining a tracking index, which falls to the
Distribution Layer.
Communication with Other Layers
The Distribution Layer receives requests from the Transaction Layer. Requests are
forwarded to the appropriate node’s Replication Layer.

Summary
Replicating data is one of the fundamental ways that Shardix creates a highly
scalable, yet fault tolerant database. To do this we replicate data across nodes using
a consensus algorithm dictated by the majority of a cluster. While other solutions such
as Google Spanner exist, they use algorithms like PAXOS which is not appropriate to
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a trustless environment and rely on atomic clocks which are expensive. Shardix uses
Tangaroa consensus to allow replication consensus among nodes.

How it’s Designed
In a Raft/Tangaroa consensus setup, one node is elected leader of the group by a
quorum of other nodes. All other nodes then become followers. The leader of the
group is responsible for all writes, keeping data consistent. Members are sent
heartbeats periodically. If a node doesn’t receive a heartbeat or other communication,
it assumes the leader node has failed, increases the term counter, presents itself as a
candidate for leadership, and requests votes from other nodes. If a candidate
receives a message from another node with a term equal or greater than its term, it
assumes it lost the election, reverts to a follower and recognizes the node that sent
the message as the new leader. If the node receives the majority of votes, it assumes
the role of leader.
Each node maintains a Raft/Tangaroa log on which a complete serialized history is
stored, similar to the way database logs work, and to some degree blockchain. With
this log nodes that have failed, or new nodes may be brought current.
In order to harden the consensus to BFT, some complications to the original Raft
design have been made. Votes are delayed, an added concept of Proof of Victory by
a leader is added, cryptography for proof of log consistency and others.
In a dynamic trustless environment like the Shardix Mining Network, nodes are
continually dropped and added. The number of nodes used in the cluster for
replication is continually rebalanced to the initial specifications of the created
database. Users may also dynamically increase their replication factor, and/or
number of nodes used to support their database.
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As regions are replicated on multiple nodes, as per the database specification, one
node must control read and writes to a specific region. This is accomplished in a
similar way to the RAFT/Tangaroa handles Leader election (see Replication Layer).
For read operations the leaseholder of a region can serve data without requiring
RAFT/Tangaroa consensus from the Replication Layer, which increases performance
by eliminating several roundtrip messages between nodes.
Communication with Other Layers
The Replication Layer receives requests from Replication Layers on its own node or
other nodes. It determines if the request is appropriate for its node and accepts the
request and passes it to the Storage Layer, otherwise rejecting the request.

Figure 12 - SDSS Storage Layer
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Summary

Every node on the Shardix Network contains low level storage where read or writes
are committed to HD, SDD or RAM. The storage is handled by a RocksDB instance.

How it’s Designed
In an effort to determine whether to build our own or use an existing project as a
starting point, Shardix thoroughly researched open source offerings in the low-level
database storage space. Our criteria were that a prospective choice had to be:
•

ACID compliant – From the beginning a major goal of Shardix is to be ACID
compliant. Can a database work well if there is no atomicity, consistency,
isolation and durability (ACID)? The simple answer is they can’t.

•

Efficient with storage size – Over the years, our technical team has learned
there’s a large difference in the way data is stored, which can create large
discrepancies in the size of the ending files, database, tables, etc. If we found
an open source solution to storage for Shardix, we wanted to be sure it was an
efficient store of Shardix data.

•

Fast with queries – Another large distribution exists in query speeds between
databases. Sometimes by a factor of 5x-10x. Imagine the disadvantage of
starting out with a storage layer that was 10x slower.

•

Well supported in the open-source community – As hardware and software
evolve and improve at rapid rates, it was important to Shardix to find a low-level
storage option that had a lot of community support, thereby freeing the Shardix
team from having to continually evolve our storage layer.

We arrived at several options that looked promising:
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•

LMDB – Small footprint key value store written in C. First public release in
2011. Key/value pairs stored as byte arrays with range based searches

•

LevelDB - A key-value store written in C++ by Google in 2011. KV pairs stored
as arbitrary byte arrays sorted by key. Branching writes, backward iteration
and compression.

•

RocksDB – A fork of LevelDB started at Facebook in 2012. Originally forked to
use many cores and utilize faster storage such as SSD better than LevelDB

LMDB only measured significantly better on one of our criteria, querying of a low
number of records of 1k size. RocksDB performed better than LevelDB on nearly
every other query and write and better than LMDB by a wide margin. LevelDB
performed slightly better on database size, being about 15% smaller than RocksDB
and 65% smaller than LMDB. As for community support RocksDB garners far more
effort than the others combined.
With this analysis, we arrived at RocksDB to hold our data store.
The RocksDB stores hold the Tangaroa consensus log, temporary SQL data, and
other node data. Shardix must, as all databases must, handle concurrency. That is,
to ensure consistency, we must have a way to handle multiple reads or writes to the
database that arrive nearly simultaneously. Shardix uses logical clocks to handle
multi-version concurrency control. Information related to our multi-version
concurrency control is stored in the RocksDB. For further information please see How
Shardix Handles Concurrency in this White Paper.
With technology always evolving, it’s possible that we will revisit the choice of
RocksDB in the future. One upstart potential replacement we are watching is Badger.
Badger is a log structured merge database that, in some benchmarks is outperforming
RocksDB. Unfortunately, it doesn’t quite have the community support (as it’s new)
that we need. Perhaps someday we’ll even build our own.
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Communication with Other Layers
During writes, the storage layer accepts data from the Replication layer and during
reads it passes data to the Replication layer.

Payment of microtransactions to facilitate a Data Platform like Shardix were not
practical prior to the advent of blockchain and cryptocurrencies like Bitcoin. The
administration and cost of paying various actors around the world to store small
amounts of data made the business model not viable.

Figure 13 - The estimated number of unique active users of cryptocurrency wallets has grown significantly since
2013 to between 2.9 million and 5.8 million today. [3]
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Using blockchain technology, we have created ShardCoin (SDX). SDX is an ERC20
based token that will facilitate payments in the Shardix Ecosystem. Miners will receive
their rewards for storing and serving data in SDX and users will pay for the services in
SDX. In some cases, users will pay through optional payment intermediaries (see
below).

All nodes running the SDSS together make up the Shardix Mining Community. Nodes
continually replicate the sharded and encrypted data using RAFT/Tangaroa
consensus algorithms. Users of the Shardix Data Platform will be able to choose their
replication level (number of nodes for redundancy), their geographic partitioning, as
well as their database throughput by choosing the allocation of data stored in RAM,
SDD and HD. The price/rewards to the miners will be determined by supply and
demand for each option and will be directly affected by these choices.

“Consensus described the problem of achieving distributed
agreement over a compromised communications network — of
making “a reliable system from unreliable parts”, Ethan Buchman

Consensus is a fundamental problem in fault-tolerant distributed systems. Consensus
involves multiple servers agreeing on values. Once they reach a decision on a value,
that decision is final. Typical consensus algorithms make progress when any majority
of their servers is available; for example, a cluster of 5 servers can continue to operate
even if 2 servers fail. If more servers fail, they stop making progress (but will never
return an incorrect result).
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Consensus typically arises in the context of replicated state machines, a general
approach to building fault-tolerant systems. Each server has a state machine and a
log. The state machine is the component that we want to make fault-tolerant, such as
a hash table. It will appear to clients that they are interacting with a single, reliable
state machine, even if a minority of the servers in the cluster fail. Each state machine
takes as input commands from its log. In our hash table example, the log would
include commands like set x to 3. A consensus algorithm is used to agree on the
commands in the servers' logs. The consensus algorithm must ensure that if any state
machine applies set x to 3 as the nth command, no other state machine will ever apply
a different nth command. As a result, each state machine processes the same series of
commands and thus produces the same series of results and arrives at the same
series of states. [5]
Two main alternatives to keeping data in sync exist, namely PAXOS [6] and Raft.
PAXOS can be viewed as the difficult forefather to Raft. Raft is a distributed
consensus algorithm. Raft gets multiple servers to agree on shared state even with
failures or partitioning. In Shardix the shared state is the state of the transactions of
the database. As long as fifty one percent of the nodes are up, the system will come
to consensus.
Raft works by electing a leader. The leader accepts client requests and then
manages the replication for the data to the other nodes. The data only goes from the
leader to the other nodes. Raft involves three main steps:
•

The Election of a Leader – On the failure of an existing leader, a new leader is
elected

•

The Replication of the Data – The leader syncs its data to the followers

•

Safety - If one server has committed an entry with a particular index, no other
server can apply for a different entry at that index.

As Raft is not Byzantine Fault Tolerant, Shardix is implementing a derivation of
Tangaroa protocol to protect against bad actors. Tangaroa is an implementation of
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Raft with some changes to prevent some Byzantine attacks. For further information
on Raft see: [5]. For further information on Tangaroa, please see [7].
The current design of Shardix uses “Logical Clocks” to allow for consistency in the
distributed database. [4] Typically databases use physical time to ensure that
transactions are recorded “in order”. A problem arises when spreading data across
multiple nodes in that it’s difficult to keep clocks synchronized. Latency between
machines arises, which can cause disordered transactions and therefore lack of
consistency. This problem is exasperated when the concept is elevated to a global
scale. Physics and the speed of light dictates the speed at which packets may travel.
On the Shardix network we often see latencies of almost 200 ms between nodes in
Australia, Europe and the US. [8]
Shardix is designing a GPS based atomic clock that will bring the time uncertainty to
under 7 ms. This is very similar to and designed after Google’s TrueTime [9]. We
expect these clocks to be purchasable for less than $100.
To facilitate node discovery and communication Shardix uses a gossip protocol as in
Ethereum and Bitcoin. We also include the concept of bootnodes to alleviate the
problem of a cold start.

As the fundamental premise of Shardix is to store shards of data on a trustless
network distributed around the world, we had to design it to be tolerant to many types
of attacks. Some are as follows:
•

Sybil Attacks
Most blockchain networks allow anyone to add a node to the network. It’s in
this way that the power of the decentralized network are realized.
Unfortunately, this allows for a bad actor to create many nodes that may end up
controlling the network. This is called a Sybil Attack. Currently Bitcoin and
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Ethereum make Sybil attacks prohibitively expensive by using proof of work to
create new blocks.
Shardix protects against Sybil Attacks with several methods:
1. Proof of Stake – The community has begun to recognize that proof of
work is not only an inefficient use of resources, it also slows down the
network, making high transaction throughput impossible. The Ethereum
foundation has blazed the trail with a new Proof of Stake algorithm. The
Shardix design uses Proof of Stake making it not economically viable to
pursue a Sybil attack.
2. The network of replicated shards is not determined by the nodes, rather
by the network. This makes it difficult for a Sybil Attacker to gain critical
mass on any particular database.
3. Nodes are challenged through Proof of Storage and Proof of
Performance to prove they have and can deliver the correct data.
4. The network will limit the nodes per IP address. This makes it more
difficult and uneconomic to launch an attack.

•

DDoS Attacks
A denial of service (DDoS) attack is an attack in which the attacker seeks to
bring down a machine or resource by disrupting the services connected to the
Internet. It’s usually accomplished by flooding the target with superfluous
requests in an attempt to overload the system. By its nature Shardix is more
resilient to DDoS attacks. Instead of having a database on one machine or a
small cluster of machines that are easy focal points for a DDoS attack,
Shardix’s sharding and replication of a database throughout the world makes it
very difficult to be the target of an attack. It’s unlikely that an attacker would
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know the locations of the replicated shards making it impossible to target an
attack.
•

Outsourcing Attacks
In an outsourcing attack, bad actors can commit to storing more data than they
physically can store and instead retrieve from other storage providers. Our
continual challenge of proof of storage along with unique hashes for the shards
decreases the odds of a successful outsourcing attack.

•

Byzantine General’s Attacks
Using a derivation of Tangaroa, a variant of Raft, Shardix is designed to be
Byzantine Fault Tolerant.

“Satoshi Nakamoto’s breakthrough in 2008 was bringing internetscale distributed Byzantine Fault Tolerant (BFT) consensus into a
blockchain scheme.”

Data Storage on Miner Hardware
Stake – Miners commit stake (proof of stake), which is used as collateral as the
miners perform their storage services. Should any Proofs fail during the mining
period, which is defined in the contract (below), the collateral is forfeited. This aligns
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the incentives of the miner with those of the database consumer over the entire
duration of a storage.
Offer – Miners present an offer on the blockchain. This offer includes four parameters.
These are:

(1) Quantity of storage made available by the Miner. Future proof of this
will constitute proof of storage.
(2) A confidence interval of performance parameters of said storage
including bandwidth speeds for upload and download, storage access times
which are directly proportional to type of storage (SSD/RAM/HD), and CPU
speeds. In order to measure these parameters prior to the offer, Miners will run
a localized test software which displays these parameters and their confidence
intervals. Miners will be disincentivized to lie about these parameters because
they must be rigorously proved in the future should their offer be accepted.
Future proof of this will constitute proof of performance.
(3) The price at which this storage is offered.
(4) The duration for which the storage is offered.
Together all offers provided by the Miners will constitute the offer book. This offer book
will be visible to the network, including all database consumers.
Agree – Database consumers will specify a bid for database services. This can be
done in two ways. (1) granularly by the consumer themselves; by specifying the exact
parameters required, or (2) on a high level by specifying overall size and query speeds
required, wherein the client-side software then optimizes each parameter to achieve
this. The client software will then view the network’s total order book and select the
most attractive outstanding offer which fulfills the parameters required in the bid. A
contract is then made between the database consumer and all miners which have
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agreed to provide database services; this contract is then broadcast to the entirety of
the network.
Store – Miners begin to store as agreed and serve queries. Stored databases are
encrypted and queries are only served to database consumers who hold the
necessary private keys mapping to these DM’s.
Prove – Throughout the duration of the contract, the Miner must continually prove
that the database is indeed being stored and served at the parameters specified in the
contract. This is broken into two primary proofs: proof of storage and proof of
performance.
(1) Proof of Storage constitutes proof that a given miner is in fact
storing a copy of given data. This is achieved as a continuous
challenge and response set forth by the network. Using Merkle
Trees, the network will prompt the miner for the hash of a random
segment of the data. The hash provided by the miner will then be
compared with the true hash of the data. Proof of storage is
achieved if the hash matches.
(2) Proof of Performance constitutes proof of performance of query
service; together it constitutes proof that performance parameters
are being met. The network will prompt the miner with a random
query, with known answer. The time before this query is served
will be timed using the networks’ consensus based true time. This
will be executed continually and a confidence interval for the true
query time will be dynamically constructed with an exponential
decay function. The proof will be achieved if this interval falls
within the query times set forth in the contract.
Receive Payment – If all proofs are passed over a given payment period, the miner
will receive a payment in the form of SDX from the database consumer. This payment
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will increment for storage every period as well as total number of queries served.
Payments will be bundled, with only total transactions above a certain threshold being
transmitted in order to minimize transaction costs. These payments may be sent
through an intermediary or directly over the network.
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Figure 14 - Competition Cost Analysis
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Shardix Payment Intermediaries
We recognize that many potential users of the Shardix DataPlatform will not be suited
to go to exchanges and trade Bitcoin or Ethereum for ShardCoin to purchase services.
Thus, we expect payment intermediaries to arise. These would be companies that
would engage in creating a front end billing system, providing credit to businesses,
and handling the conversion of local currency to SDX. A more detailed discussion of
Shardix Payment Intermediaries occurs below in Growing the Ecosystem

Shardix Hosted Network
To facilitate the deployment and growth of the Shardix Ecosystem, we have developed
the Shardix Hosted Network (SHN). This acts in much the same way as the larger
Shardix Mining Network as each node will run the full SDSS and will function in the
same way as any other database miner in the network. However, the control of these
servers lies exclusively with Shardix LLC. This control is distributed between lease of
servers and Shardix owned servers and comprises nodes operating in multiple
continents. Live network statistics for these nodes can be viewed:
http://www.shardix.com/#live_network
As of the date of this white paper, Shardix controls servers in the cities on six
continents, including:
•

Chicago, US

•

Tokyo, Japan

•

New York, US

•

Sydney, Australia

•

Singapore, Singapore
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•

Dallas, US

•

Seattle, US

•

Los Angeles, US

•

Miami, US

•

Amsterdam, Netherlands

•

London, UK

•

Frankfurt, Germany

•

Palo Alto, US

•

Paris, France

Figure 15 - Shardix Live Node Monitor

In addition to its inherent geographic distribution, due to its control structure, the SHN
has a high degree of operational fault tolerance and migration ability. Its server leases
do not lie exclusively with one company. Should any contracted company cease
operation or change parameters to an unacceptable degree, Shardix can fully migrate
off these servers while keeping the bulk of the SHN operational.
Because Shardix has complete control over these servers, we have implemented a
centralized network control center. Throughout its operation, each server reports
operation parameters to this center. This includes uptimes, network bandwidth, lag,
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and storage capacity. This further allows Shardix to optimize lag times throughout the
network to allow for even dispersion throughout the aggregate of potential users. This
will allow for lower query times for users the SHN and better geographic fault
tolerance.
The control center integrates all this data to allow for multi-level alert functionality.
During normal operation, all parameters should be within limits. However, should
aberrations occur in any of the above values, an automated system will escalate this,
to be examined and potentially remedied by a Shardix developer.
For further analysis of the uses of the Shardix Hosted Network, refer to Growing the
Ecosystem continued below.

Technology Roadmap
While we’ve accomplished a lot, we are not standing still. We have an aggressive
business plan and schedule at Shardix. We are constantly evolving and welcome the
community to share in our growth and development. Here is our eighteen-month
technology plan:
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Figure 16 - Shardix Technology Roadmap
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Shardix is creating a complete Data Platform. The platform will depend on “database
miners” to curate commodity hardware around the world, which will store Shardix
replicated databases and shards along with “database consumers” who use provide
these databases. In order for such a platform to achieve its potential, it is critical that
sufficient adoption take place to allow the network to function with a high degree of
liquidity in both provision and consumption.
Many emerging companies have introduced innovative new products that have failed
to come to fruition because they lacked a coherent strategy to encourage market
adoption. For instance, companies like Sia and Storj have sought to revolutionize the
file storage industry. Their blockchain based
strategies promised to improve substantially
on existing products such as Google’s cloud
backup services; however, they have
hitherto been unable to interface with the
broader market and encourage the adoption
rates that are necessary for the future
success of their businesses. This highlights
a well-documented problem with blockchain
companies. While their products are often
far superior to existing conventional alternatives in the market, they are leveraging a
new, and relatively unknown technology, one which is without fail less widely known
than the conventional products which they seek to take market share from. They thus
fail to convince potential clients to take a chance on this new technology.
It is therefore critical that a strategy be developed to engender this adoption,
especially for blockchain-based companies. This strategy must include entities whose
purpose is to foster growth of the ecosystem as well as the means to finance the
continued operation of such entities.
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To grow the ecosystem, we enumerate three primary entities in the Shardix
Ecosystem which seek to facilitate this. These are: the Mining Fee pool which will
provide the majority of revenue for marketing operations; billing intermediaries, which
will help interface with corporate clients; and the Shardix Hosted Network which will
encourage development and seed the initial Storage Miner community.

Community outreach and future development is crucial to the future success of the
Shardix network. However, these activities are not costless. In order for any entity to
partake in these activities, in this case Shardix LLC, it must have a consistent revenue
stream and must derive benefit from them. This touches upon the idea of properly
aligned incentives.
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Assuming self-motivated participants, a system should be developed such that all
stakeholders benefit only from actions that benefit the other stakeholders within a
system, regardless of the scaling and number of participants. Therefore, an action that
increases the total utility of one stakeholder must increase the summed utility of all
others. This architecture is especially important with decentralized design where there
can be no third party which mediates actions or works for the common good. It is this
design that has allowed Bitcoin, Ethereum, and other Altcoins to remain such robust
ecosystem, even as they scale to thousands of times their initial volume. The hashing
of miners, for instance, leads to payment and thus benefits to the miners; at the same
time these actions secure the network and process transactions, yielding benefit to
every user who sends payment or maintains a balance in the given cryptocurrency.
In the same way, stakeholders in our platform will include (but are not limited to)
database miners, database consumers, and Shardix LLC itself. The previous sections
have demonstrated how database miners and database consumers together have
properly aligned incentives. The actions of a database miner, benefit the database
consumer through the provision of services and the actions of the database consumer
benefit the database miner through crypto currency micro transactions. It is likewise
important that the Shardix LLC partake in actions that benefit the network as a whole.
In order to achieve this, we ensure that the incentives for the LLC are aligned with
those of the broader network.
Therefore, Shardix LLC, must derive revenue only when the broader network benefits.
Because this is a platform experiences network effects, every stakeholder will derive
utility when the number of other users of the platform increases. Thus, the revenue
model is designed such that Shardix LLC receives revenue through the wider use of
the platform. To this end, Shardix LLC, will take a small percentage of each
transaction; this revenue will thus scale proportionally to total transactions on the
network and thus the total adoption of the platform. Shardix will use these fees to
benefit the ecosystem as described below:
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Shardix LLC will increase its revenue if it successfully grows the network. This
encourages it to partake in marketing and future development of the SDSS.
Furthermore, these activities will receive a steady source of funding. This will drive
adoption to the network from the beginning and will prevent the network from standing
still even once it has a significant user base through iteration in the underlying code.
Together, this revenue and its accruals
are called the database mining fee
pool. While there are other ways in
which revenue can be generated, such
as through the SHN and payment
intermediation, this constitutes the
primary funding source for day-to-day
operations, administration, platform
development, and marketing.

The Database Mining Fee Pool will fund substantial marketing for the network, both
from its inception and ongoing. We believe this to be critical for the success and
further adoption of this platform because the database industry has existed since the
1970’s and has many well established leaders. The form of this marketing can be
broken into two primary categories.
For one, we will encourage online community outreach, both in the form of community
content development and targeted advertisements. This type of marketing would
target two groups of users: the earliest potential database miners, who would run the
SDSS, and non-institutional database consumers. From the beginning of the network
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the expected profile of database miners would more closely resemble the earlier
Bitcoin miners before ASIC’s took over the space. Namely, these would be miners
who have access to high end equipment and a relatively high bandwidth pipeline but
are not a part of a larger mining institution. Because these individuals would already
have an online presence, they would be well served by these kinds of directed online
outreach. In addition, this type of marketing could attract non- enterprise individuals
who need database services for application development or small businesses. This
could even include the DApp market based upon Ethereum, which has recently seen a
dramatic increase in volume. Because these types of users are inherently small they
would not require a long and personalized sales cycle and could be targeted with an
exclusively online presence.
While individual database consumers may serve as some of the earliest adopters,
large, enterprise corporations will serve as the bulk by volume of the database
consumers. Unlike their smaller counterparts, these types of clients will not be
reached through an exclusively online approach. Their corporate structure requires
extensive due diligence and research as analyzing how well the Shardix would fit their
database needs. As such, we will hire salesmen and consultants who can personally
target these large clients and manage this process. This will help Shardix network to
grow via the acquisition of such large clients.

Many emerging businesses utilizing blockchain technology present vast improvements
to the industry they are targeting. However, such startups are often hampered by their
inability to access corporate, enterprise level clients. These clients are not suited to
working in the crypto space and do not thus “take a chance” on these businesses
because they do not offer sufficient ancillary services that could facilitate the entry of
these clients into the industry. As such, a great opportunity is lost.
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Figure 17 - Shardix Billing Intermediaries

We recognize this problem and believe that many potential users who would benefit
greatly from the implementation of the Shardix Data Platform will not be suited to go to
exchanges and trade Bitcoin or Ethereum for Shardcoin. These would often come in
the form of enterprise level businesses whose corporate structure would not be
conducive to purchasing services with crypto currency. Such businesses’ internal
accounting structure, control structure, and WACC strategy run counter to elements in
any blockchain based business. Thus, we expect payment intermediaries to arise.
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They would be third party businesses that would aim to service such large clients
through the provision of a variety of services.

Firstly, these intermediaries would handle all currency exchange on their customers’
behalf. Conventionally, just to begin in the crypto space requires a digital Ethereum
wallet to be constructed, private keys to be generated and saved, and control to be
given trusted a trusted individual(s). The last point is particularly salient as placing full
control of keys with a single trusted individual runs counter to most corporate cultures
which are typified by high turnover in personnel. Rather than requiring the client to set
up such a presence in the crypto space, the client could simply send fiat money to the
intermediary, which would then handle the purchase, storage, and transmission of all
Eth, SDX, and any other necessary cryptocurrency for future transactions.

This intermediary would also create a front-end billing system. Businesses often
require billing to be periodic and grouped in the form of fiat invoices. This is necessary
for ease of accounting, tax implications, and expense control. They would not have the
controls in place to handle the huge number micro transactions which would occur
throughout the course of the normal use of the Shardix ecosystem. As database
services are consumed by the client, transactions that would normally be between the
querier and the storage miner would instead pass through an intermediary. This
intermediary would then handle each payment occurring in SDX to the storage miner.
Such transactions would then be bundled together and the entire accrued balance be
paid at the end of the billing period. These periodical statements would be better
suited to conform to in-place accounting guidelines held by said client.
Thirdly, these intermediaries would work to provide credit to businesses. Many
businesses operate with cash on hand at any one time and would not assent to storing
an account simply for the payment of database services. Thus, all a business’s capital
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which would otherwise be tied up in a crypto account would remain productive
throughout the duration of that client’s interaction with the Shardix Network.
The form of these billing intermediaries would differ from that of existing
cryptocurrency exchanges because they would primarily work to shield corporate
customers from the underlying ecosystem. It would not be used move fiat into the
crypto market for non Shardix consumers because the balances of SDX and other
crypto assets acquired would remain under the control of the intermediary and would
be used for the sole purpose of purchasing services from the network. The client
would not maintain large crypto balances with the network because it is billed on a
periodical structure and any accrued balance would be credited back to the client at
the end of the existing billing period regardless of the size of the transaction. In the
same way a Fortune 500 company now buys database services from Oracle, uses
them and is billed on a monthly or annual basis, Shardix Payment Intermediaries
would provide the same experience.

Because these intermediaries would perform a number of roles, they would not run
without appreciable startup capital and operating costs.
For one, they would maintain a minimum ongoing balance of SDX in order to ensure
continuity of service for clients. Per the time value of money this would constitute
ongoing operational costs. Furthermore, these balances would not be immune from
the risks inherent in maintaining a balance in any crypto based asset. They would be
liable to volatility in market price in addition to security risks, both in the form of
hacking as well as the corruption of any medium on which the private keys are stored.
This risk would thus constitute another ongoing cost.
Secondly, there would be ongoing costs both in operation and administration.
Maintenance of website, user interface, and communication with the broader Shardix
network would be ongoing. Further, steps must be taken to ensure security of the
queries and client information. Currency exchange fees would likewise be footed by
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the intermediary. In the likely case wherein multiple such intermediaries arise,
ongoing marketing costs would also be likely.
Together, these costs mean that these intermediaries would charge business clients a
premium over the businesses would charge a premium over the current Shardix Data
Platform market rates. Despite these higher costs, the services they provide would
likely be indispensable for a large segment of the market. As such, we expect multiple
such intermediaries to develop, perhaps specializing in vertical markets or
geographical regions.

Alongside the public network composed of database miners running the Shardix
SDSS, Shardix has created the Shardix Hosted Network (SHN). This is a privately
hosted network with servers wholly owned or leased by Shardix LLC. This network
has already been seeded and currently is comprised of numerous servers running
across multiple continents.
The purpose of this network is three-fold. Firstly, this network will serve as a “seed” for
the larger public network. A better analysis for this concept is motivated by a deeper
understanding of the architecture of the Shardix network.

The Shardix public network is an instance of a two-sided network in which there are
two primary types of stakeholders. In this case, one side of the network is composed
of the numerous database miners who are renting out their unused computing
resources via the SDSS in order to provide database services. The other side is the
businesses or individuals, database consumers, who are consuming these services by
purchasing database usage over the network. The form of a two-sided network
indicates that the utility generated to one stakeholder on a given side of the network is
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directly related to the volume of users on the opposite side. This holds for Shardix
users on both sides of transactions.
A database miner’s utility will increase commensurate with the number of database
consumers on the other side. Given a network that has few consumers demanding
database services, a given miner will find that there is little demand for the spare
resources that he is providing. As a result of this imbalance in the market, the
database miner will find that his resources are experiencing very high downtime, with
long periods where there is little activity. Furthermore, the huge imbalance in supply
and demand will lead to substantial downwards pressure on market price.
Consequently, even when he is fulfilling contracts profitability will be extremely low.
This will discourage further miners to join the market.

Figure 18 - Two Sided Networks

On the other hand, as increasing numbers of database consumers join the market,
there will be upward pressure on prices, leading to higher profitability; likewise, miners
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will increasingly run at full capacity. This will lead to higher profitability, more utility for
miners, and will encourage more miners to join the market.
Similarly, if there are few database miners the database consumers relative utility will
be low. Low numbers of miners will lead to lower supply and thus higher prices
indicating that Shardix will become a financially less attractive option compared to
other database solutions. Furthermore, and perhaps most importantly, low numbers of
miners would negate the underlying ethos of the Shardix network. The goal of this
network is to achieve query efficiency, tiered service, and fault tolerance through
geographical scaling. If there are fewer database miners providing service this would
mean that there are fewer nodes running the SDSS and thus fewer geographically
distinct points from which database queries can be served. As a result, query lags
would increase as the most efficient node from which to serve would be statistically
farther from the user; this would undermine one of the key benefits of a geographically
distributed network. Furthermore, there would be fewer nodes through which a given
database could be replicated this would mean less fault tolerance as each individual
miner would be more important to the network. Together this would lower the utility for
database consumers and lead to lower demand on the network.
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Figure 19 - Database Miner Capacity vs DC/DM

Conversely, a greater number of database miners would result in higher utility for
database consumers. Prices will be driven down and there will be a greater number of
geographically distinct nodes. This will improve geographic scaling by lowering query
times and establishing greater fault tolerance as data is replicated further. This
increasing utility will subsequently encourage greater numbers of database miners to
join the ecosystem.
Thus, there exists a type of cyclical adoption paradox. Greater numbers of database
miners will encourage greater adoption of database consumers who will in turn
encourage greater numbers of database miners who will encourage more database
consumers, and so on. However, this works both ways. If one side of the network is
deficient, then this will hamper growth on the second side and which will in turn
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hamper further growth on the first leading to the ecosystem to fail to launch with
adequate user adoption. This cyclical nature thus underscores the importance of even
build up on both sides of the network concurrently.
An excellent case study of such an imbalance is the current state of the Sia and Storj
ecosystems. These networks held huge promise with well built tech stacks and a
competent developer core; they hoped to revolutionize the cloud file storage market.
Like Shardix, they are instances of two-sided networks. They have attracted sufficient
numbers of providers, in this case a sufficient level of total storage capacity in both
cases over five petabytes for sale. However, because there has been insufficient
marketing, since their inception they have fallen prey to low demand for storage. As a
result, miners get paid low prices and rarely run at full capacity, thus gaining low utility
from the network. Consequently, there has been an exodus of miners from the
platform.
It is vital then, that in the launch of the Shardix ecosystem, both sides of the network
are commensurately grown. As stated in the previous sections, Shardix will foster
sufficient demand for database services by undertaking a comprehensive marketing
campaign. This will encourage database consumers to adopt the platform and join the
market, thus addressing the first side of the network. However, as is the nature of twosided networks, this demand will only manifest with commensurate increase in the
stakeholders in the second side of the network- database miners.
Because this is a novel platform, it cannot be relied upon that there will be sufficient
adoption of public nodes running the SDSS right from the beginning; rather, we will
work to “jumpstart” the supply along with the database consumers in order to bring up
users on both sides of the network concurrently. This is where the Shardix Hosted
Network comes in.
Because these nodes are wholly under the control of Shardix LLC, they will run the full
SDSS stack from the first launch of the network. These nodes will then serve as a
seed supply and in effect act as the very first database miners of the larger Shardix
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Network. The first database consumers will thus store their data on a fully operational
network which already exhibits many of the benefits that the larger Shardix Mining
Network will embody. The SHN already has nodes on multiple continents constituting
in built geographic displacement, allowing for optimized query serving based on
physical location, as well as a high degree of fault tolerance. Furthermore, because
the network computers exhibit an array of different attributes, a service is already
available in a tiered structure. Thus, even the earliest adopters will experience a fully
formed user experience, thus encourage further adoption and the growth of both sides
of the network.

Figure 20 - The Shardix Hosted Network
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The Shardix Hosted Network will serve as a private test net for future and indevelopment releases of the SDSS. This will serve two primary purposes.
Shardix will use the benefits of the SHN’s design as a controlled environment. The
SHN is only comprised of carefully curated machines with known parameters;
including operating system, hardware configuration, and geographic location. In
development and alpha releases of new software, it is preferable for the first operation
of new software to occur in such an environment as its performance can be assessed
individually for each configuration.
These configurations can be thought of as representatives of the distribution of those
in the larger Shardix Public Network. For instance, if it is found that SDSS query
service times are greater than would be expected during operation for a certain brand
of RAM when installed in the SHN, then this can be optimized along with any other
parameters in development. This will work to ensure consistent performance of
releases across all configurations once it is released into the wild.
Secondly, the SHN will provide a buffer to contain inadvertently damaging
modifications to the software stack created by Shardix or even third parties.
Databases are critical parts and near full uptime and data integrity is paramount. Any
release which would potentially damage quality of service would be contained on
private computers before being broadcast to the larger public network. This would
then be identified before the fault can cause damage to the broader ecosystem.
Because Shardix controls each computer on the SHN, when such testing is ongoing
affected servers will be cordoned off from the rest of the network to prevent
interruptions of service for database consumers who are utilizing this network. These
servers will not accept further contracts to store database shards and serve queries
for the duration of the testing. For all intents and purposes these servers will have left
the broader network. In the case that these computers are currently under contract for
storage, they will assign their existing contracts to other unused servers. These new
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computers will be transferred all saved database shards and keys, along with contract
information, which would then be deleted from the original server; as a result, no
server engaged in testing would retain any database consumer’s information at any
time. The new rig must be of similar configurations to the specifications laid out in the
transferred contract, thereby ensuring that the database consumers do not experience
a downgrade in service quality. If there are no substitute servers available which can
take over the contract, then these servers will not be used in the testing until their
existing contracts expire.

Because the Shardix Public Network uses relatively new and untested technology,
many potential large clients may be wary of entrusting data to it. Such reticence has
been demonstrated many times towards other businesses leveraging block chain
technology to create a trustless network. As a result, even though such a service may
be superior to other established players, large clients may go the “safe” route and give
their business to the conventional alternative. Such an attitude is pervasive and is
hampering the wider adoption of block chain technology. We recognize that this could
be a stumbling block for the wider adoption of the Shardix Network and thus plan to
utilize the Shardix Hosted Network to counteract it.
Rather than forcing all new clients to store their data directly onto a trustless
decentralized network, the SHN can allow them to store data onto a trusted network
operating with the exact same architecture as the larger network, the only difference
being that the operator of these servers is known and trusted. In ongoing operation,
this difference would not constitute a true advantage for the SHN due to the design of
the system; the public network is every bit as secure and efficient as the SHN.
However, this would serve as a proof of concept for the larger system. Once clients
observe successful database storage and query service on the hosted server, it is
more likely they would willingly transition to the full Shardix Public Network. This would
especially be true for larger clients who are unwilling to make potentially risky
transitions without substantial proof that the any new system will function as specified.
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By encouraging such large clients to join the market, this will open up a significantly
greater pool of database consumers, thereby growing the user base and
strengthening the ecosystem as a whole.
Database consumers would purchase SHN storage contracts from the network
marketplace in nearly the same way as they would from the larger public network. A
server’s status as part of the SHN would simply be another parameter which would be
selected, along with RAM/Hard drive/bandwidth and so on. Once selected, contracts
would be created, the databases would be uploaded, and queries would begin serving
just as any other computer. In fact, a client could contract for a mix of servers, some
included in the SHN and others only in the larger public network.
There is, however, one important difference in contracts between these two types of
servers(SHN vs. Public). Customers who would be attracted to the SHN are likely
corporate in structure and would thus fit the profile of businesses who would be better
served by a payment intermediary. In acknowledgment of this, Shardix LLC will serve
as an in-built payment intermediary for the SHN; we will provide all the functions of
such an intermediary laid out in the previous sections. Thus, enterprise customers can
purchase database storage on the SHN directly with fiat, expect periodic invoices, and
receive credit when necessary. This will further ease the transition into the ecosystem
of these large clients.
While the SHN does offer temporary benefits for enterprise clients over the public
network, it has multiple inherent disadvantages, which will prevent it from competing
and channeling significant clients from the public network in the long term.
Firstly, the SHN will be unable to compete in terms of cost as it has the inefficiencies
which will undermine any fully controlled and trusted network. For one, because these
servers are operated by Shardix through ownership or lease, we must pay ongoing
costs of controlling these servers either through rent or amortized cost. Secondly,
maintenance costs will be appreciable including replacing dysfunctional components
and servers. In addition, the SHN will incur administration costs such as running
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centers in many different jurisdictions around the world. In fact, these are the specific
costs that the Shardix Public Network was designed to solve.
These operational costs will be significantly higher than those incurred by the
database miners who compose the Shardix Public Network for a number of reasons.
For one, each miner is geographically local to his servers and thus will not have to
address the inefficiencies of upkeep of machines in distant locations as well as
address the myriad of jurisdictions of the SHN. Furthermore, in many cases the
database miners will be using only the spare resources of hardware which is already
addressed to another purpose; his opportunity cost of hardware and therefore
amortized costs will thus be significantly lower.
In addition, the SHN will include the added cost of lying under a payment intermediary,
in this case operated by Shardix LLC. As described earlier, such intermediaries
inherently incur costs and thus must markup transactions to cover operation. As a
result, database storage on SHN servers will come at a significant cost premium to
storage on Shardix Public Network servers.
Secondly, the SHN will be unable to compete in terms of geographic distribution. The
SHN will inevitably be smaller than the public network because each computer must
be privately controlled and maintained. As a result, there will be fewer geographically
distinct nodes through which data can be replicated. As stated earlier, this will
statistically lead to greater query times, less replication and therefore a lower degree
of fault tolerance than the public network which is unhampered by such operational
constraints. Once again, this is one of the primary justifications for the Shardix network
in the first place.
Together, this will discourage widespread adoption of the SHN for purposes beyond
what has been laid out earlier in this section. The SHN is not designed and will not act
as a competitor for the greater public network. It will be capped in size and will not
scale proportionally to the Shardix public network. Instead, it will seed the network,
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serve as a test bed for emerging software, and help to funnel reticent clients into the
ecosystem.
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Shardix, LLC is a Cayman Islands company with founders from the United States and
team members from around the world. We are wholly owned by our founders. This
frees us from constraints of venture capital shareholders and allows us to focus on the
long-term viability of our vision. Operations are run by the team of founders and our
team (see “Team”). We have an advisory board with some of the top minds in the
blockchain and database technologies.

Shardix is a growing team comprised of top business people and engineers with
backgrounds in computer science, AI, blockchain, security, networking and more.
Some of our team are:
RICHARD NEHRBOSS
FOUNDER

OLIVIER MEYER
CTO

DAVID CLEARY
NETWORK
INFRASTRUCTURE

RNehrboss@shardix.com

OMeyer@shardix.com

DCleary@shardix.com
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MATHEW CUSACK
ECOSYSTEM
DEVELOPMENT

ANITA WHITAKER
COMMUNICATIONS

ANA JANKOVSKA
MARKETING & PR

MCusack@shardix.com

AWhitaker@shardix.com

AJankovska@shardix.com

ROMAN ZELINSKYJ
BUSINESS DEVELOPMENT

SANDEEP PATEL
BLOCKCHAIN
DEVELOPER

DAVID NGUYEN
MARKET INTEGRATION

RZelinksyj@shardix.com

RPatel@shardix.com

DNguyen@shardix.com
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RONAK PATEL
DEVELOPER

SPatel@shardix.com

ADVISOR1

ADVISOR2

ADVISOR3

Richard Nehrboss, Co-Founder – Richard has over 25 years’ experience in
business, finance and software development. With a BS in Computer Systems
Engineering from RPI, Richard has built, sold, and exited multiple international
businesses. These companies have developed, released, and supported software
platforms in multiple continents.
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Olivier Meyer MBA, CTO – Having been the Senior Program Manager of the SQL
Server team at Microsoft, Olivier is uniquely qualified to disrupt the database/data
platform industry. With 30 years’ experience in software and database development,
Olivier brings incredible talent to the Shardix team. Olivier oversees all aspects of the
development of our software stack.
David Cleary PHD, Network Infrastructure – David hold numerous patents in
network computing and has over 30 years’ experience in the industry. He oversees the
framework for the Shardix internal network and its future application and deployment.
Mathew Cusack MBA, MSEng, Ecosystem Development -As the first advisor to Sia
tech, Mathew has extensive experience in the Blockchain Industry. He also cofounded Plug Power, a Nasdaq company; grew XOS to liquidity event; helped found
RollioForce, Nebulous Labs, Mobius Labs, ChugaChaga, EnerMat, ReVivo Medical &
Inventors Guild.
Anita Whitaker, Communications - As a technical writer and regulatory affairs
specialist for numerous NYSE companies including Boston Scientific and Medtronic,
Anita has extensive experience with communications and marketing integration. Anita
overseas both internal and external communications for Shardix.

Sandeep Patel, Blockchain Developer
Ana Jankovska, Marketing & PR
Sonia Rani, Developer
Ronak Patel, Developer
David Nguyen, Market Integration
Roman Zelinskyj, Development

Pg. 80

Growing the Ecosystem

The founders of Shardix have been involved in crypto for several years. In 2017 they
set about creating dApps. Realizing that storage on the current blockchain paradigm
was slow, expensive and impractical, they set out to remedy the problem. Shardix
was born and the idea of becoming the AirBNB of databases was born. After
performing a needs analysis and industry survey, the Shardix concept grew from being
a database for dApp to becoming a complete decentralized globally disbursed Data
Platform.

Our team has a history (some going back to the ‘80s) of SQL and unstructured data
systems. We’ve designed engineered and implemented relational databases for
companies in multiple countries, including Fortune 500 companies.
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Presented below are risks inherit to the offering for sale of the SDX tokens. As noted
elsewhere in these Terms, the tokens are not being structured or sold as securities or
any other form of investment contract or product. Read thoroughly and evaluate the
risks. Any one, combination, or all of the risks described in this White Paper, including
other risks whether unforeseen or unforeseeable could results in a loss or reduction of
the utility or value of the Shardix token (SDX). It is possible that a purchaser could
lose the entire amount paid for the tokens. We do not represent that all risks are
disclosed herein, nor that risks associated with the purchaser that may be unknown to
Shardix are disclosed.
If you do not understand the risks presented, or are not comfortable with the risks
presented herein, you should consult with professional advisors such as, but not
limited to legal, financial, tax business or other professionals. If you are not
comfortable with the risks presented, do not participate in the token sale.
As the information herein is not intended to be used for the basis of an investment
decision, no specific recommendations are intended. Shardix disclaims all
responsibility for any damage or loss, direct or indirect that may arise from reliance on
information contained herein, errors, omissions or inaccuracies herein, or any action
resulting from information herein.
Shardix, its founders, affiliates, directors, officers, employees, advisors and
representatives, shall not be liable for loss of revenue, profits, income, business,
business opportunities, anticipated profits, anticipated savings, reputation, data or
goodwill; or any other indirect, incidental, punitive, or any other losses or damages of
any kind in tort, contract, liability or otherwise whether directly or indirectly arising from
this sale.

Purchasers, by purchasing, holding and using the tokens, expressly acknowledge and
assume the following risks:
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Due to risks herein or risks not foreseen or outlined here, or business or technical
decisions taken by Shardix or its affiliates, Shardix may fail to develop or launch its
product or services as described in this whitepaper. In addition, should Shardix
develop and launch its product, it may not release upgrades, updates or continue to
maintain or support the product or services. Should such circumstances arise SDX
value and or utility may be impacted in a negative way.

Shardix may not develop or release its application and services according to its
schedule. Delays in such a release could cause loss of utility or value of the SDX
tokens and might impact the future acceptance and viability of Shardix.

Shardix will rely on many disparate pieces of technology, human resources, networks,
along with many others. Shardix services may fail, be delayed, interrupted, or
degraded due to reliance on the former. Issues such as, but not limited to hardware
failures, hacking, viruses, natural disasters, network problems or security breaches
may cause a degradation or loss of Shardix services. Shardix may be unable to
restore normal service or restore service at all.

Shardix does not guarantee and may not release updates to its platform. Shardix may
not fix bugs or compatibility issues that arise for any reason such as technology or
hardware changes. Delays or lack of updates could affect the future value or utility of
SDX.
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Purchasers are purchasing SDX to use them with Shardix future services. They may
not be able to use them prior to the release of the initial version of Shardix. The initial
version may be delayed or may not occur. Even if the initial version is released there
is no guarantee that the tokens will be able to be used.

Purchasers’ expectations of Shardix may not be satisfied in regard to features,
performance, quality, scalability security, price or other measures that may be
important to the purchaser. This applies to the initial Shardix version as well as any
future versions or releases.

Shardix uses blockchain technology. Shardix may rely on Ethereum’s, other’s, or its
own blockchain technology. Information from users or participants of Shardix may
have information stored publicly in blockchain or other data methodologies. This
information may or may not be encrypted. Such information may be viewed or
inspected by any party accessing these blockchains. Purchasers’ or users’
information involving transactions with SDX and other information regarding the
purchaser or user will be accessible by the public. Information may be used with
other public or non-public sources to gain further information on a purchaser or user.

The Shardix platform is reliant on many third parties and Third-Party systems. Shardix
does not control or operate the Third-Parties Systems and Services. Theses ThirdParties by intentionally or unintentionally act in a way that is detrimental to the Shardix
platform. Shardix cannot guarantee that Third-Parties will act as Shardix expects, or
needs. Should these Third-Parties act in such a way that is degrades, damages, or
adversely impacts Shardix, a loss of value or utility of the SDX tokens may occur.
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Shardix’s business might fail and Shardix platform and services may cease to operate
due to any combination or risks contained herein or any other risk not described
herein. Should Shardix’s business fail and the services and products that Shardix
creates or operates are not transferred to be operated by another company, or
continued in an open source format, Shardix would terminate causing SDX to have no
value or utility. Shardix cannot know, or commit, if, in the event of business failure to
the transfer of its products and or services to another company. If Shardix is able to
transfer products or services to another company, Shardix cannot commit that the new
company will continue to operate the same Shardix products and services. The failure
of the new company to continue operate Shardix services and products could
adversely affect the value and utility of SDX.

Shardix products and services will rely heavily on Shardix management to manage the
product and service development, its personnel, finances, resources, market
development, advertising, and other aspects of Shardix’s business. Management may
not respond to changes in the market demands for its product or services, changes in
technology and blockchain space. Failure by Shardix management or personnel to
effectively manage these aspects or other aspects relating to its business may
adversely affect the value and utility of SDX and may impair the growth or viability of
Shardix.

Purchaser or holder of SDX does not hold any voting, governance or ownership rights
with respect to Shardix or Shardix products and services. All corporate decisions,
such as, but not limited to products, services, development of new or existing products
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and services, financial, marketing, pricing, support, operation, maintenance, features
of products and services, the sale of business assets, liquidation of assets. Decisions
may not always be aligned with purchaser’s expectations or interests. Such decisions
may adversely impact the value and or utility of SDX and or the growth and viability of
Shardix.

Shardix is designing the products and services herein according to a specific business
model. Accordingly, the success, adoption and growth of Shardix relies on key
factors such as: the growth of Shardix and SDX to attract miners to provide resources
to support Shardix products and services; the continued existence of SDX to users of
the Shardix products and services; the perception of value of SDX to viability the
buying of and selling of said products and services; the attraction, hiring, and retention
of key personnel to continue to develop, maintain, and market Shardix.
Should Shardix fail to execute its business plan, the business plan be flawed, or
assumptions on which the business plan relies be inaccurate, Shardix may fail to grow
or be viable. Such circumstance would adversely affect the value and or utility of
SDX. At its discretion, Shardix may alter its business plan in response to changing
market condition or technologies. Shardix may alter its business plan due to flaws in
its business plan. Said changes may fail to achieve their desired results and might
adversely impact the value and or utility of SDX and negatively impact the company’s
growth and or viability.

Until such time, if ever, that revenue can pay for operations, Shardix will use funds
from the token sale to fund such operations. As there may be fluctuations in the value
of the proceeds from the token sale, if kept in virtual currencies, Shardix may, at its
discretion convert proceeds to real currencies, invest the proceeds prior to use, hedge
the process or covert to other virtual currencies to manage risk. These activities
provide risk that may decrease the value or utility of SDX and or impair the growth or
viability of Shardix.
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It is possible that the virtual currency proceeds from the token sale may not be
convertible to a real currency at rates that are favorable to the company, or at all. The
proceeds are subject to theft or loss as outlined herein. Should any of the above
occur, or for any other reason funds are not sufficient as to cause the company to
reduce or cease operations, the value and or utility of SDX may be adversely affected
and or the company’s growth and or viability may be negatively impacted.

As Shardix is anticipated to be a disruptive product and service, once launched its
business will grow and evolve in changing technology, legal, business, and economic
environments. These environments create uncertainty as they may have
unpredictable, rapid and sometimes contradictory changes. Risks associated with
these environments and their changes are sometimes unknow and unforeseen.
These risks might have an adverse impact on the SD tokens utility and or value as
well as might impair the growth and viability of the company.

Shardix products and services will be very complex involving many components, open
source software, third party libraries, as well as other technologies. Some of these
technologies are new, may have bugs, or are not thoroughly tested. Should any of
these technologies fail, have development slowed or ceased, have upgrades slowed
or ceased, have security breaches that are not repaired, become incompatible with
Shardix products and services, or in any other way are not further developed or
supported, Shardix may need to modify design of its products and services, reduce or
eliminate features of our products and services, or potentially discontinue Shardix
product and services. This may adversely impact the value and or utility of SDX and
or negatively impact the growth and viability of the company.
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Some products and services offered by Shardix will be dependent on and or
integrated to third party services. It is possible that these dependencies or
integrations may fail, become unreliable, or not perform as expected. In such cases
Shardix may need to modify design of its products and services, reduce or eliminate
features of our products and services, or potentially discontinue Shardix product and
services. This may adversely impact the value and or utility of SDX and or negatively
impact the growth and viability of the company.

The Ethereum blockchain, as well as other blockchains allow for the implementation of
“smart contracts”. These contracts are automatically enforced through code, and not
mediated by trusted third parties. Shardix will implement features of its products and
services as well as its token sale using smart contracts. These smart contracts make
it difficult to debug, improve features, develop new features, improve performance of
features of products and services. This may create a situation where it is difficult for
Shardix to fix bugs, continue maintaining, improve, and or continue operations which
would adversely impact the value and or utility of SDX and or negatively impact the
growth and viability of the company.

Due to the fact that all software systems, including technologies utilized by Shardix,
have potential security vulnerabilities, hackers or malicious actors may steal data
from, defraud, corrupt data, or interfere with Shardix, it’s data, products and services,
users of Shardix, and or purchasers of SDX. This may adversely impact the value and
or utility of SDX and or negatively impact the growth and viability of the company.

Some of Shardix products and services rely on blockchain technologies. These
technologies, including Bitcoin and Ethereum, are composed of nodes of independent
operators running peer-to-peer networks continuously transferring data and arriving at
consensus as to which data is valid. As such, these technologies are vulnerable to,
but not limited to, the following types of attacks: theft, history tracing, sybil, packet
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sniffing, denial of service, clock drift, content block, and bugs. Should any of these
attacks, or others not outlined herein, be employed against Shardix or related parties,
the value of SDX may be adversely impacted and or negatively impact the growth and
viability of the company.

Shardix, its products, its services, and its network rely on cryptographic hashing. A
cryptographic hash function is a hash function which takes an input (or 'message') and
returns a fixed-size alphanumeric string. There are known and unknown weakness as
well as potential advancements in technologies and cryptography that may allow the
security of Shardix product and services to be compromised. Such a compromise
might lead to loss, theft, or degradation of Shardix products, services, and network
leading to a loss of value and or utility of SDX as well as compromising the ability for
the company to grow and or remain viable.

As Shardix SDX relies on Ethereum as an underlying blockchain and protocol, the use
of SDX to pay for services and products with Shardix, as well as the token sale have
associated transaction costs, known as “Gas” in Ethereum. Currently the company
anticipates these transaction fees to have little impact, although a rise in these fees
might hamper the execution of the business plan, or cause a slow adoption of Shardix.
The realization of such an increase may have a detrimental impact on the value and or
utility of SDX and that of the company’s growth and viability.

As previously outlined, Shardix payment system is built on top of the Ethereum
protocol. Whether Ethereum will continue its place as a predominant virtual currency,
be replaced by another blockchain, suffer security breaches, or incur some other
impairment to its viability is not known by Shardix. Should Ethereum be superseded
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by another technology, the value and or utility of SDX may be eliminated or lessened
and the viability and or growth of the company may be impaired.

In many jurisdictions, the potential legal and regulatory implications involving Shardix,
SDX and the token sale are unsettled, or ambiguous. Interpretations of existing laws
in jurisdictions or new laws surrounding the business might result in unforeseen legal
and regulatory for Shardix, purchasers of SDX, and or users of SDX. These
interpretations, new laws or changes to existing laws and regulations could adversely
impact Shardix, its products, services and network and cause Shardix to modify its
services or products, alter pricing structures, or withdraw said services from certain or
all jurisdictions. Such actions may adversely affect the value and or utility of SDX
tokens and or negatively impact the growth and or viability of the company.

As outlined previously, laws and regulations are unsettled and unclear. If Shardix
needs to comply with current, reinterpreted, or new laws or regulations, this may be
costly and cause a diversion of resources from the company’s normal business. In
addition, if the company needs to obtain licenses in specific jurisdiction, there is no
guarantee that the company would be able to meet the requirements, or successfully
obtain such a license and or it may be too costly in relation to the business plan.
Lacking registration, licenses or compliance in specific jurisdictions may adversely
affect the value and or utility of SDX tokens and or negatively impact the growth and
or viability of the company. Shardix may fail to comply with laws and regulations
which would subject the company to potential liabilities, thus, adversely affect the
value and or utility of SDX tokens and or negatively impact the growth and or viability
of the company.
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Purchasers may only take part in the token sale where the sale is not restricted or
otherwise prohibited by law or regulation. Purchaser bares sole responsibility for
determining, with professional advice, if they are in a jurisdiction that prohibits or
restricts them from taking part in the token sale, either due to their residency,
citizenship, or association with such a jurisdiction. Should purchaser violate such
prohibition or restriction, they may be subject to criminal charges or penalties.

In many jurisdictions, the potential tax implications involving Shardix, SDX and the
token sale are unsettled, or ambiguous. Interpretations of existing laws in jurisdictions
or new laws surrounding the business might result in unforeseen and or retroactive tax
liabilities for Shardix, purchasers of SDX, and or users of SDX. Such tax
consequences could cause Shardix to modify its services or products, alter pricing
structures, or withdraw said services from certain or all jurisdictions. Such actions
may adversely affect the value and or utility of SDX tokens and or negatively impact
the growth and or viability of the company.

Risks arise from the competition in the marketplace either from existing offering or
future offerings. Other companies or organizations may create services or software
that compete with Shardix. This might be accomplished by creating new software and
systems, or by leveraging existing opensource software or opensource software that
Shardix currently uses or might create in the futures. Alternative tokens may exist or
may be created to facilitate a similar service or offering to that of Shardix. Any, but not
exclusive, of the above competition factors may adversely affect the value or utility of
the SDX tokens and the future growth and viability of the Shardix offerings and
services. It’s also possible that other tokens may be created by the competition that
directly interoperate with Shardix.
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Users, service providers, purchasers, and others may not be attracted to Shardix
limiting the market penetration of the offerings and services outlined herein. Should
this occur, the value and or the utility of SDX may be adversely affected as well as the
growth and or viability of Shardix.

Shardix currently, as of the date of this White Paper knows of no exchanges or public
markets for the SDX tokens. Public markets, exchanges, or secondary markets may
never exist as a method to buy or sell SDX for other real or virtual currencies. Should
public markets, exchanges or secondary markets trade SDX the issuance thereon
maybe delayed. Shardix makes no assurances that any public market, exchange or
secondary market will ever trade SDX or that any other liquid market for SDX will be
created or maintained. Unless stated otherwise, Shardix does not have or endorse
any relationship with any public market, exchange, or secondary market to trade SDX.
Currently virtual currency markets have very little or no legal and or regulatory
oversight. This creates risks for traders on such platforms. Such markets may be
subject to failure, fraud, illiquidity as well as other risks not outlined herein. Should
SDX not be traded publicly, traded in illiquid markets, or be involved in exchange
failure or security breach, the utility and or value of SDX tokens may be adversely
affected and the growth and viability of Shardix may be impaired.

The price of SDX may not indicate is value. The price of SDX in the token sale may
not be indicative of the price of SDX in the future or on public markets in the future.
SDX have no intrinsic value on creation. The price of SDX may decline or become
valueless due to risk factors outline herein as well as unforeseen risk factors. The
price of SDX may be volatile due to events that are beyond Shardix control. Prevailing
economic conditions may affect the price volatility of Shardix. Technology changes
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including changes to blockchain technology may impact SDX price. The industry in
which Shardix operates may affect the price of SDX. Any public statements by
Shardix or its affiliates may impact the price of SDX. Any partnerships, personnel
changes, strategy changes, news services, new products, change or elimination of
current services or products as well as other events may impact the price of SDX.
Third party reports, recommendations, and statements about Shardix, its services,
offerings and personnel, may impact the price of SDX.
Any factors leading to prices changes including, but not limited to the above, could
adversely affect the value and utility of SDX and the viability or growth of Shardix.

Shardix may in the future create and distribute SDX. These tokens may be priced or
exchanged for less consideration then the current token sale. The creation and or
distribute of new SDX tokens would increase the supply of SDX and dilute the current
holders of SDX. This would likely cause the price of SDX to drop should there be a
public market for trading of SDX or may cause the utility of SDX to decline. Shardix
reserve the right to create and distribute more SDX as outlined in this White Paper
through token sales or other means as the company see fit.

Market perception of Shardix and SDX may be influenced by countless factors and
may negatively affect the value and utility of SDX and or the growth and viability of
Shardix. These factors could include, but are not limited to, negative publicity, rumors,
social media commentary, and other information true or not true about Shardix, its
founders, tis employees, its services and offerings as well as the technology arena in
which Shardix operates. Market perception could be negatively affected by changes
in the legal and regulatory environment.

Adverse effects may cause a negative impact on the value and or utility of SDX and or
the growth and viability of the company due to changes in global and regional
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economic conditions. These changes may impact Shardix directly or be secondary
effects due to negative impact on users, suppliers or third parties.

Shardix will describe the process and terms for participating in the token sale for
purchase of SDX in a document, “Token Sale Terms”. Shardix will make this
document available separately and available to purchase prior to purchase
commitment. Should a purchaser not follow the process outline in the Token Sale
Terms, they may not be able to participate, they make permanently lose their funds
intended to purchase SDX, or they may lose their purchased SDX. Funds sent for the
purchase of SDX will be sent to a payment address as outlined in the Token Sale
Terms. Hackers and bad actors may attempt to publish an alternative address that is
not owned by Shardix. Funds sent to such alternative address will be lost. The
payment address and wallet that funds for purchasing SDX may have security
vulnerabilities or may be subject to hacking or malicious actors in an effort to steal
funds. Funds from the payment address may be lost by other foreseen or unforeseen
actions or events. Purchasers acknowledge the potential for loss of funds from the
payment address.

Shardix is not responsible for securing the tokens or private keys that control SDX of
purchasers. Purchasers who loose, forget, have stolen or otherwise do not have their
public key will lose their SDX. Should purchasers or holders of SDX store their SDX in
a third-party wallet, vault or exchange, and forget or be unable to retrieve their
credentials to access such service, their SDX may be permanently loss. Should such
third-party wallet, vault, or exchange have technical, business, security or other
issues, purchasers SDX may be lost.
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Should purchasers not meet Shardix technical requirements for receiving and or
holding the distribution of SDX, purchaser or holder may permanently lose SDX.
Purchasers much conform to the technical requirements outline by Shardix in the
Token Sales Terms.

Shardix does not insure SDX, nor does any public agency. There is no supervising or
controlling party, government or institution controlling the tokens. Should a purchaser
or future holder of SDX loose the tokens through any means, they will have no
recourse and should expect a total loss, unless otherwise insured by the holder at
their expense. Shardix will not issue replacement tokens or substitutes in the case of
loss or theft.
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ACID - The acronym standing for the properties maintained by standard database
management systems, standing for Atomicity, Consistency, Isolation, and Durability.
AES - Advanced Encryption Standard
API - "Application Programming Interface." An API is a set of commands, functions,
protocols, and objects that programmers can use to create software or interact with an
external system
Application Server - A server that processes application-specific database
operations made from application client programs. The DBMS is in-process with the
application code for very fast internal access.
Atomicity - The property of a transaction that guarantees that either all or none of the
changes made by the transaction are written to the database.
BLOB - An abbreviation for Binary Large OBject. In SQL, BLOB can be a general term
for any data of type long varbinary, long varchar, or long wvarchar. It is also a specific
term (and synonym) for data of type long varbinary.
B-tree - An indexing method in which the values of the columns used in the index are
efficiently maintained in sorted order that also provides fast access (three or four
additional disk accesses) to an individual index entry. See Wikipedia
Cache - The computer memory that is set aside to contain a portion of the database
data that has most recently been accessed by the database application program. A
cache is used to minimize the amount of physical disk I/O performed by the DBMS.
Cascade - A foreign key attribute that automatically migrates the changes made to a
referenced (i.e., primary key) table to all of the referencing (foreign key) table rows.
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Catalog - A repository for the computer-readable form of a database's data
definition meta-data. Sometimes called the system catalog or just syscat.
Client - A client-side process, containing proxy functions, connecting to a server
process that contains the actual database functions.
Client/Server - A server is a program that runs on a computer that directly manages
the database. A client is a separate program (or process) that communicates with the
database server through some kind of Remote Procedure Call (RPC) in order to
perform application-specific database operations.
Cloud - Cloud is a recently coined term used to describe an execution model for
computing systems where functions and data are invoked by a name that refers to a
remote system whose location is irrelevant (hence the concept of it being "out there
somewhere." like a cloud). Cloud-based systems allow thin-client interfaces to access
this functionality through the internet, and frequently with wi-fi, reducing the power
requirements of the client computers.
Column - A single unit of named data that has a particular data type (e.g., number,
text, or date). Columns only exist in tables.
Commit - The action that causes the all of the changes made by a particular
transaction to be reliably written to the database files and made visible to other users.
Concurrency - The property in which two or more computing processes are executing
at the same time.
Connection - The means of communication between a client and a server. A process
may have multiple connections opened, each in its own thread, to one or more
databases at a time.
Consensus - When several nodes (usually most nodes on the network) all have the
same blocks in their locally-validated best block chain or data in storage.
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Consistency - The property of a transaction that guarantees that the state of the
database both before and after execution of the transaction remains consistent (i.e.,
free of any data integrity errors) whether or not the transaction commits or is rolled
back.
Core/Core-level - A lower-level set of database primitives in the form of a complete
API, used by database processors such as SQL or Cursors.
Cost-based Optimization - The process where data distribution statistics (e.g., the
number of rows in a table) are used to guide the SQL query optimizer's choice of the
best way to retrieve the needed data from the database.
CPU - A central processing unit (CPU) is the electronic circuitry within a computer that
carries out the instructions of a computer program by performing the basic arithmetic,
logical, control and input/output (I/O) operations specified by the instructions.
Cursor - A collection of rows grouped by common criteria (key sequence, set
membership, SELECT result set) that can be navigated and updated.
Database Instance - An independent database that shares the same schema as
another database. Used only in RDM.
DBMS - An acronym for Database Management System.
DDoS - Distributed-Denial-of-Service is the intentional paralyzing of a computer
network by flooding it with data sent simultaneously from many individual computers.
Deadlock - A situation in which resources (i.e. locks) are held by two or more
connections that are each needed by the other connections so that they are stuck in
an infinite wait loop. For example, connection 1 has a lock on table1 and is requesting
a lock on table2 that is currently held by connection 2, which is also requesting a lock
on table1. Programming practices can be used to prevent deadlocks from occurring.
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Deterministic - An attribute of a section of code whereby the limit on the time required
to execute the code is known, or determined, ahead of time. This is commonly
associated with real-time software.
Distributed Database - A database in which data is distributed among multiple
computers or devices (nodes), allowing multiple computers to simultaneously access
data residing on separate nodes. The Internet of Things (IoT) is frequently considered
a vast grid of data collection devices, requiring distributed database functionality to
manage.
Domain - An alternate name for a base data type that is defined using the RDM SQL
create domain statement.
Durability - The property of a transaction in which the DBMS guarantees that all
committed transactions will survive any kind of system failure.
Dynamic DDL - The ability to change the definition of a database (its schema) after
data has been stored in the database without having to take the database off-line or
restructure its files.
Embedded Database - An embedded database is the combination of a database and
the database software which typically resides within an application. The database
holds information and the software control the database to access or store
information. The application software, or the user-interface, then accesses the
database and presents that information in a way which is easy for the user to interpret
and understand.
Encryption - The encoding of data so that it cannot be understood by a human
reader. This usually requires the use of an encryption key. A common encryption
algorithm is called AES, which uses encryption keys of 128, 192 or 256 bits.
Foreign Key - One or more columns in a table intended to contain only values that
match the related primary/unique key column(s) in the referenced table. Foreign and
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primary keys explicitly define the direct relationships between tables. Referential
Integrity is maintained when every foreign key refers to one and only one existing
primary key.
Geospatial datatypes - Data types which are specifically optimized for storage of
geographic coordinate based data.
GMT - Greenwich Mean Time
GPU - Graphics Processing Unit
Grouped Lock Request - A single operation that requests locks on more than one
table or rows at a time. Either all or none of the requested locks will be granted.
Issuing a grouped lock request at the beginning of a transaction that includes all of the
tables/rows that can potentially be accessed by the transaction guarantees that a
deadlock will not occur.
GUI - Graphical User Interface.
Handle - A software identification variable that is used to identify and manage the
context associated with a particular computing process or thread. For example, SQL
uses handles for each user connection (connection handle) and SQL statement
(statement handle) among other things.
Hash - An indexing method that provides for a fast retrieval (usually in only one
additional disk access) of the row that has a matching column value. See Wikipedia
Hierarchical Model - A special case of a network model database in which each
record type can participate only as the member of one set.
HMAC - keyed-hash message authentication code - a specific type of message
authentication code (MAC) involving a cryptographic hash function and a secret
cryptographic key.
Hot Spot - In a database, a hot spot is a single shared row of a table that is used and
updated so often that it creates a performance bottleneck on the system.
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ICO - Initial Coin Offering
I/O - Input/output. For a DBMS, this is normally a disk drive, used to create
database durability.
Implicit Locking - Done by SQL to automatically apply the locks needed to safely
execute an SQL statement in a multiuser (i.e., shared database) operational
environment.
Index - A separate structure that allows fast access to a table's rows based on the
data values of the columns used in the index.
In-memory (Inmemory) - A feature in which the DBMS keeps the entire contents of a
database or table available in computer memory at all times while the database is
opened. Frequently, in-memory databases are volatile, meaning that they have little or
no durability if the computer malfunctions. Durability issues are frequently prioritized
below performance, which increases substantially with memory as the storage media.
In-process - When referring to a DBMS, it is in-process when the DBMS code resides
in the process space of the application program that is using it. If the process is single
threaded, then this is a single-user usage of the database(s). A process may have
multiple threads with individual connections to a shared database, making it a multiuser database. In-process uses Local Procedure Calls (LPC) vs Remote Procedure
Calls (RPC) to a database server in a separate process.
Inner Join - A join between two tables where only the rows with matching foreign and
primary key values are returned.
Internet of Things - A recently coined phrase describing the extended reach of
connected devices. In particular, devices that use computing power to control or sense
their environment and use wifi or wires to connect to the internet.
IoT - Abbreviation of Internet Of Things

Pg. 101

Growing the Ecosystem

IP - The Internet Protocol (IP) is the principal communications protocol in the Internet
protocol suite for relaying packets across network boundaries.
IP Address - A numerical identification tag assigned to a computing device in a
network. Originally, internet IP addresses consisted of 32 bits of data, displayed as a
set of four 3-digit numbers separated by periods (e.g., 113.12.214.2). The number of
available IP addresses is running out and a new standard, called IPv6, with 128 bits,
will expand the address space for the foreseeable future.
ISO - International Organization for Standardization. Along with the IEC, the ISO
controls the SQL standard (ISO/IEC 9075) and many others as well.
Isolation - The property of a transaction that guarantees that the changes made by a
transaction are isolated from the rest of the system until after the transaction has
committed.
Java - A multi-platform, object-oriented programming language, similar to C++, which
is freely available to any and all software developers. It is particularly important in the
development of internet/web and mobile applications.
JDBC - Java Database Connectivity API. JDBC provides a standard database access
and manipulations API for Java programs. RDM supports JDBC.
Join - An operation in which the rows of one table are related to the rows of another
through common column values.
JSON - A data representation offered as a more compact but still humanly readable
alternative to XML. JSON is the acronym for JavaScript Object Notation, and is
frequently utilized in web/cloud-based applications.
Key - A column or columns on which an index is constructed to allow rapid and/or
sorted access to a table's row.
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LAN - A Local Area Network is used to interconnect the computers in a single
geographic location. Contrasted to Wide Area Networks (WAN). Bandwidth (speed) is
a primary difference between local and wide-area networking.
Library - The container for a set of common software API functions. Frequently, a
library is contained in a DLL or Shared Library.
Local Procedure Call - A software function call to a library function that exists inprocess (same computer, same process space). This is in contrast to Remote
Procedure Calls (RPC) which are to functions that reside a different process, whether
they are the same computer (using interprocess communication) or a remote
computer (using networking). Local procedure calls are significantly faster than remote
procedure calls, but require computing resources on the local (client) computer.
Locking - A method for safely protecting objects from being changed by two or more
users (processes/threads) at the same time. A write (exclusive) lock allows access
from only one user (process/thread) at a time. A read (shared) lock allows read-only
access from multiple users (processes/threads).
Maintenance and Support - The maintenance and support services for a Product
under an Agreement (Maintenance and Support Addendum).
Marks - Trademarks, trade names, service marks or logos identified on a
company's website and/or printed material.
Meta-data - "Data about data." In a DBMS context, data stored in columns of a table
have certain attributes, such as the type, length, description or other characteristics
that allow the DBMS to process the data meaningfully or allow the users to understand
it better.
Mirroring - The ability to copy the changes each transaction made to the database
from the master database to one or more slave databases so that exact copies of the
master database are always available on the slaves.
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Modification Stored Procedure - An SQL stored procedure that contains one or
more INSERT, UPDATE, and/or DELETE statements.
Multi-platform - The ability for a software system to run on different computer
hardware and operating systems with little or no change.
Multi-version Concurrency Control (MVCC) - A concurrency control method which
allows for multiple types of database access to occur
simultaneously. RDM implements this through the use of database snapshots.
Natural Join - A join formed between two tables where the values of
identically named and defined columns are equal.
Network Model - A database in which inter-record type relationships are organized
using one-to-many sets. This differs from a Hierarchical Model in that it allows a
record type to be a member of more than one set. Individual rows can be retrieved
using API functions that allow an application to navigate through individual set
instances.
Network - An inter-connection of computers and computing devices, all of which can
send and receive messages from one another. The world's largest network is the
internet, in which billions of computers are connected.
Node – A computer on the network that peers with other computers and performs the
“mining” and consensus tasks.
NoSQL - A classification of data storage systems that are not primarily designed to be
relationally accessed through the common SQL language. NoSQL systems are
characterized by dynamic creation and deletion of key/value pairs and are structured
to be highly scalable to multiple computers.
Object-oriented - A computing programming paradigm that defines the computing
problem to be solved as a set of objects that are members of various object classes
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each with its own set of data manipulation methods. Individual objects which have
been instantiated (created) can be manipulated only using those prescribed methods.
Open Source Software (OSS) - Software that is released under a Software License
that (1) permits each recipient of the software to copy and modify the software; (2)
permits each recipient to distribute the software in modified or unmodified form; and
(3) does not require recipients to pay a fee or royalty for the permission to copy,
modify, or distribute the software.
Optimizer - A component of the SQL system that estimates the optimum (i.e., fastest)
method to access the database data requested is by particular SQL SELECT,
UPDATE, or DELETE statement.
Outer Join - A join formed between two tables that in addition to including the rows
from the two tables with matching join column values will also include the values from
one table that do not have matching rows in the other.
Page Size - The size in bytes of a database page.
Page - The basic unit of database file input/output. Database files may be organized
into a set of fixed-sized pages containing data associated with one or more record
occurrences (table rows).
Port - A network portal through which two computing processes can communicate.
Where one IP Address typically identifies a device, a Port on that device identifies one
of multiple potential communication channels.
Portable - Software that has been developed to be able to run on many different
computer hardware and operating systems with little or no change.
Positioned Update/Delete - An SQL UPDATE or DELETE statement that modifies
the current row of a cursor.
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Primary Key - A column or group of columns in a given table that uniquely identifies
each row of the table. The primary key is used in conjunction with a foreign key in
another (or even the same) table to relate the two tables together. For example, the
primary key in an author table would match the foreign key in a book table in order to
relate a particular author to that author's books.
Process - An instance of the execution of a program on a single computer. A process
can consist of one or more threads executing, more or less, concurrently. The private
memory used by a process cannot be accessed by any other process.
Protocol - A specific method in which messages are formulated, formatted, and
passed between computers in a network. Internet messages are passed between
computers using the TCP/IP protocol.
Query - A complete SELECT statement that specifies 1) the columns and tables from
which data is to be retrieved; 2) optionally, conditions that the data must satisfy; 3)
optionally, computations that are to be performed on the retrieved column values; and
4) optionally, a desired ordering of the result set.
Read-only Transaction - A Multi-Version Concurrency Control (MVCC) feature that
allows database data to be read by one process without blocking another process's
modification of that same data. Frequently referred to as a "snapshot."
Real-time - A real-time environment is one in which specific tasks must be guaranteed
to execute within a specified time interval. For a DBMS to be considered truly realtime, it must be able to perform specific database-related tasks in a time that can
be deterministically demonstrated—i.e., the worst case execution time can be
demonstrated.
Record Instance/Occurrence - One set of related data field values associated with a
specific record type—equivalent to an SQL row.
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Record Type - A collection of closely related data fields—equivalent to an SQL table.
Similar to a C struct, a record type is defined by a set of closely related data fields.
Referential Integrity - A condition in which the foreign key column values in all of the
rows in one table have matching rows in the referenced primary key table. Referential
integrity is maintained by SQL during the processing of an INSERT and
DELETE statement and any UPDATE statement that modifies a foreign or primary key
value.
Relational Model - A database in which inter-table relationships are organized
primarily through common data columns, which define a one-to-many relationship
between a row of the primary key table and one or more rows of the matching foreign
key table. The relational model also defines how the related data can be accessed
and manipulated. SQL is the most commonly used relational model database
language.
Remote Procedure Call - A method of interprocess communication where a function
residing within another process is called as though it is a local (in-process) function.
The method is implemented through a local proxy function and a remote stub function.
Parameter values are marshalled into a block of data that can be transmitted from the
proxy to the stub for demarshalling and calling the actual function. Return values are
processed in the same way as input values.
Replication - A process where selected modifications in a master database is
replicated (re-played) into another database.
REST - Representational State Transfer
Result Set - The complete set of rows that is returned by a particular
SELECT statement.
Rollback - An operation, usually performed by the SQL ROLLBACK statement, that
discards all of the changes made by all INSERT, UPDATE and DELETE statements
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that have been executed since the most recently started transaction (e.g., START
TRANSACTION statement).
Row - One set of related values for all of the columns declared in a given table. Also
known as a record occurrence.
Runtime - A portion of a DBMS that is included within the process space of an
application program.
Scalability - A software system is scalable when its performance and overall system
throughput continues to improve as more computing resources are made available for
its use. This usually comes in the form of the number of CPUs and cores available in
the computer on which the software system is run.
Scalar Function - Either a built-in SQL function or a user-defined function that returns
a single value computed only from the values of any required arguments at the time
the function is called.
Schema - A representation of the structure of a database. It may be graphical or
textual. Graphical representations typically involve the use of boxes that represent
database tables and arrows that represent inter-table relationships. Textual schema
representations utilize Database Definition Language (DDL) statements to describe a
database design.
SDP – The Shardix Data Platform
SDX – The Shardix Token
Searched Update/Delete - An SQL update or delete statement in which the rows to
be updated/deleted are those for which the conditional expression specified in the
WHERE clause is true.
SEC - United States Securities and Exchange Commission
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Semaphore - A primitive computing operation that is used to synchronize shared
access to data. Sometimes called a "mutex" meaning a "mutually exclusive section."
Semaphores control concurrent access to data by restricting access to critical sections
of code that manipulate that data.
Server (Software) - A Seat that resides on a single Server machine and is capable of
accepting connections from one or more Seats residing on Client machines.
Shard - Sharding is a type of database partitioning that separates very large
databases the into smaller, faster, more easily managed parts called data shards. The
word shard means a small part of a whole.
Snapshot Isolation - When a snapshot of the database is taken, an instance of the
database is frozen and concurrent reads are allowed to occur on that
snapshot. Database writes are allowed to continue while reads on the snapshot are
happening.
Spanner - Google's globally distributed NewSQL database. Google describes
Spanner as a not pure relational database system because each table must have a
primary key column.
SQL - The standardized and commonly accepted language used for defining, querying
and manipulating a relational database.
SSL - Secure Sockets Layer
Stored Procedure - A named and optionally parameterized compiled set of SQL
database access statements that can be executed as a unit through a call to the
stored procedure.
Synchronization - The implementation method (frequently using semaphores) by
which concurrently executing multiple computer threads or processes can safely
access and update shared data.
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Table - A collection of closely related columns. A table consists of rows each of which
shares the same columns but vary in the column values.
Third Party Software - Software that is licensed separately by a third party with the
Product(s) or Documentation.
Thread - A single, sequential execution of a computer program or program segment.
A program can consist of one or more concurrently executing threads. Where multiple
threads access the same data, some kind of synchronization method needs to be
employed to ensure that the data is accessed only by one thread at a time.
Timeout - Occurs when a lock request has waited longer than the prescribed wait
time for the request to be granted.
Transaction Log - A sequential record of all of the database changes made by each
transaction in the order they were issued. The transaction log is used to ensure that a
database conforms to the ACID properties. Transaction logs are also used
to mirror or replicate data to other databases.
Transaction - A set of logically related database modifications that is written to the
database as a unit. The database changes associated with a given transaction are
guaranteed by the DBMS to be written completely to the database; in the event of a
system failure, none are written. The state of the database both before and after a
transaction will be consistent with its design.
Transactional Stored Procedure - A modification stored procedure in which the
database changes made by the procedure are encapsulated in its own transaction.
User-defined Function - An application-specific SQL callable scalar or aggregate
function written in C.
User-defined Procedure - An application-specific function written in C and invokable
through use of the SQL call statement.
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Virtual Table - An SQL table that is defined through a set of application-specific C
functions that conform to a particular interface specification, allowing a non-database
data source (e.g., a device, etc.) to be accessed as if it were a conventional SQL
table.
VPN - A virtual private network (VPN) is a technology that creates a safe and
encrypted connection over a less secure network, such as the internet. VPN
technology was developed as a way to allow remote users and branch offices to
securely access corporate applications and other resources.
WAN - A Wide Area Network, as contrasted to Local Area Networks (LAN), Normally
WAN refers to the internet. Bandwidth (speed) is a primary difference between local
and wide-area networking.
XML - Extensible Markup Language. XML documents are much used in the internet's
World Wide Web but are also used in many computing contexts in which data needs
to be shared.
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